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Abstract

In this thesis, we aim to design methods for enabling sound static analysis of bytecode-level programs. The
target of this work is primarily enabling sound static analysis for WebAssembly (Wasm), with a particular
focus on call graph extraction. The call graph of a program plays a crucial role in inter-procedural
verification, and greater precision directly improves analysis quality.

To this end, we formalize the standard semantics of a core subset of WebAssembly, the corresponding
abstract semantics, and prove the abstract semantics sound w.r.t. the standard semantics. This forms the
theoretical base of our analysis by Abstract Interpretation.

Furthermore, we address the challenges posed by the weak encapsulation methods of WebAssembly
modules. This translates into unknown dependencies that may significantly impact the semantics of Wasm
programs, and, for certain tasks, it is necessary to provide the analysis with this semantic knowledge.
To that end, we design a specification language that aids the analyzer when external dependencies are
concerned.

Building on top of the abstract semantics of WebAssembly and a specification engine for external
dependencies, we validate our approach experimentally using our analyzer, dubbed wassilly, the first
WebAssembly analyzer, to our knowledge, that enables sound analyses under unknown host dependencies.
We observe that wassilly surpasses the state of the art in both soundness and precision, demonstrating
improved results, thanks to its underlying methodology. We also analyze the limitations of our approach,
in particular regarding the cost of manual specification for call graph analysis. This observation motivates
strategies for mitigating this burden.

The novel strategy we devised is an analysis targeting JavaScript hosts, the most widely used host
language for WebAssembly-based applications. We proceed by identifying WebAssembly-originated
allocations and analyzing mutations of such allocations, detecting violations of pre-defined contracts of
how hosts can interact with modules. We present an initial formalization of this approach, with intuitions
on how such an analysis can reduce the need for manual specification.



Vi

Contents

LIST OF PUBLICATIONS

LIST OF LISTINGS

LIST OF FIGURES

LIST OF TABLES

II

BACKGROUND

INTRODUCTION

1.1 Why is WebAssembly Relevant? . . . ... .........
1.2 The Trilemma of Program Analysis . . ... ........
1.3 What is a Call Graph and Why is it Important? . . . . . . .
1.4 Challenges in Analyzing WebAssembly . . ... ... ...
1.5 Contribution and Outline . ... ... ...........

A DEEP DIVE INTO WEBASSEMBLY

2.1 What Does a WebAssembly Application Look Like?

2.2 LanguageBasics . .. ... ... .. ... ... ...
2.3 Analysis of WebAssembly . . . . ... ... .........
2.4 RelatedWork . . ... ... ... ... .. ... .. ...

STATIC ANALYSIS BY ABSTRACT INTERPRETATION

3.1 AFirst Toy, SlobSinopie . . . . . v v v v v v vt oL
3.2 Semantics of SlobSinopie . . . . . . v v v v v vt ...
3.3 Introducing Abstractions . . . ... ... ... ... ...,
3.4 An Appetizer on Analyzing S1obSinopie Programs

3.5 Analysis of SlobSinopie Programs . .. .........

IN VITRO

IN VITRO ANALYSIS OF PWASM

4.1 Semantics of WebAssembly Program States . . . . ... ..
4.2 SemanticDomains . .. .. ... ... ...........
4.3 Declaration Semantics . . . . . . ... ... ..
4.4 Concrete Semantics for Standard WebAssembly . . . . . .
4.5 Abstract Semantics for Standard WebAssembly . . . . . . .

PROOF OF SOUND SEMANTICS

5.1 Structure of the Soundness Proof . . .. ... .......
5.2 Bounded Abstract Semantics . . . . ... ... .. ... ..
5.3 Soundness of Abstract Bounded Semantics . . . . ... ..
5.4 Termination and Soundness of Fixpoint Semantics . . . . .

FROM IN VITRO TO IN VIVO

ix

Xi

xii

xiii

23
23
24
27
47
48

53

55
56
62
63
63
66

75
75
76
79
84

89



II1

6.1 DirectImpact . . . .. .. .. ... ..
6.2 Methodologies of Analysis Compared . . . . ... ... ..
6.3 AFirstProposal . . . . ... ... .. ... ... ...,

IN VIVO

WASSILLY

7.1 Pillsonthe Designofwassilly . . ... ...........
7.2 The SpecificationDSL . . . . . ... ... . ... .....
7.3 ExecutionModel . ... ... ... . ... ...
7.4 Experiments and Considerations . ... ... .......
7.5 Future Directions on Analysis of WebAssembly Modules . .
7.6 ISSETIOUS . v v v v v i e e e e e e e e e e e

EPILOGUE

CONCLUSIONS

81 Preface. . . . . . ... L
8.2 Reflection and Limitations . . . . . ... ... .......
8.3 Summary of Contributions . . . . . ... ... ... ....
8.4 Closing Thoughts . . . ... ... .. ... ........

BIBLIOGRAPHY

89
91
92

117

119
119
119
120
120

121

CONTENTS Vvii






List of Publications

* 2022, Paccamiccio and Mostarda, “Reasoning About Inter-procedural
Security Requirements in IoT Applications” - Advanced Infor-
mation Networking and Applications - Proceedings of the 36th
International Conference on Advanced Information Networking
and Applications (AINA-2022), Volume 3

* 2024, Paccamiccio et al., “Building call graph of WebAssembly
programs via abstract semantics” - Proceedings of the 8th Italian
Conference on Cyber Security (ITASEC 2024), Salerno, Italy, April
8-12, 2024

* 2026, Paccamiccio et al., “wassilly: Spec-enhanced Call Graph
Analysis for WebAssembly” - Under Revision

ix






List of Listings

2.1 Addition in WebAssembly. . .. ... ... ......... 15
2.2 WebAssembly direct functioncall. . . . . ... ....... 15
2.3 Indirect call in WebAssembly. . ... ... ......... 15
2.4 Fibonacci’s function in WebAssembly. . . . . ... ... .. 16
2.5 Block in WebAssembly. . . ... ... ............ 17
2.6 Loopin WebAssembly. . ... ... ... .......... 17
2.7 Importin WebAssembly. . . ... ... ... ........ 17
3.1 BNF grammar for SlobSinopie.. . . . .. ... ... .. 24
3.2 Fibonacci function in SlobSinopie.. . . . . . . ... .. 24
3.3 Example of a potentially diverging program. . . . . . . . . 28
3.4 Example program that may yield an error. . . .. ... .. 48
3.5 Sketch of a big-step abstract interpreter. . . ... ... .. 49
3.1 Fixpoint algorithm iterating on the SCG. . . ... ... .. 50
6.1 Direct memory manipulation. . ... ... ... ...... 89
6.2 Direct table manipulation. . . . . ... ........... 90
6.3 Direct global manipulation. . ... ............. 90
6.4 Behaviorinjection. . ... ... ... ... ... ... .. 90
7.1 Symbolic-enhanced operands. . . . .. ... ... ... .. 101
7.2 Pre-assignment substitution algorithm. . . . .. ... ... 102
7.3 Syntax of the specification DSL. . . . . .. ... ... ... 103
7.4 Loose Fibonacci function. . . ... ............. 104
7.5 Better Fibonacci function. . . . . ... ... ... ... .. 104
7.6 ‘Best’ Fibonacci function. . . . . . ... ... ... ..... 104
7.7 Injection in WebAssembly. . . . ... ... ......... 105
7.8 Injectioninwassilly. . ... ... ... ... ... ..... 105
7.9 Host modifies reference table. . . . . ... ... ... ... 105
7.10 preinvinaction. . .. .. .. ... ..., 105
7.11 Specifications of WASI functions. . . .. ... ....... 106

Xi



xii

List of Figures

1.1

2.1
2.2
2.3

3.1
3.2
3.3
3.4
3.5

4.1

7.1

The trilemma of program analysis. . . ... .......... 4
Emscripten compiling CtoWasm. . . . . . ... .. ...... 12
Portability comparison: native vs WebAssembly. . . . . . . . . 12
Layout of a web application using Wasm. . . . . ... ... .. 13
Hasse diagram for the Interval abstract domain. . . . . . . .. 31
Hasse diagram for the abstract boolean domain. . . . . . . . . 33
Visualization of two disjoint integer intervals on a number line. 37
Trace of the analysis of a division by zero. . . . ... ..... 48
Trace of the abstract interpreter analyzing fib. . .. ... .. 51
Syntaxof pWasm . . . . . . .. ... 55

Component architecture of wassilly. . . . . . . ... ... ... 98



List of Tables

7.1 Benchmark programs under analysis. . . . . .. ... ... .. 109
7.2 Comparison of all tools for Wasm call graph construction. . . 110

xiii






Part I

BACKGROUND






1.1

1.2

Introduction

WHY IS WEBASSEMBLY RELEVANT?

WebAssembly [Haa+17] (Wasm) has emerged as a transformative tech-
nology. Aiming and succeeding in providing a portable and near-native
performance execution environment that bridges the gap between native
applications and web-based deployment. Designed as a low-level compi-
lation target for languages like C, C++, and Rust, Wasm enables efficient
execution across different platforms by leveraging an assembly-like bi-
nary format. Its adoption by all major browsers and compatibility with
the LLVM toolchain have made it a ubiquitous runtime, akin to the JVM
for Java. However, this widespread adoption also makes Wasm an attrac-
tive vector for malicious software [Mus+19]. Not only can Wasm offer
a practically ubiquitous runtime system, but it also offers near-native
performance and automatic client-side execution, making unsophisti-
cated ‘cryptomining’ attacks particularly attractive [Mus+19; Tek+21].
More in general, the rapid proliferation of Wasm binaries has spurred
significant interest in both the offensive and defensive sides of security,
particularly in researching established and emerging security threats
and how to defend against them [LKP20; Mus+19; Oz+25], developing
analysis tools to ensure security and discover vulnerabilities [Bri+22;
He+24]. Due to Wasm’s unique language and execution environment
features, more ‘traditional’ frameworks often struggle to address these
features with formal guarantees, leaving gaps in the analysis capabilities
of existing frameworks.

THE TRILEMMA OF PROGRAM ANALYSIS

The field of program analysis and verification has to live with the fact that
it is impossible to automatically demonstrate any non-trivial property of
programs without resorting to approximation. As Henry Gordon Rice
proved, “all non-trivial semantic properties of programs are undecid-
able” [Ric53]. Briefly put, extraction or proving of properties cannot be
done by another program that will never fail to provide in finite time
the correct result for any given program. This theorem generalized Alan
Turing’s theorem on the undecidability of the halting problem [Tur36].

“Everyone, get in here!”
—Grim Patron, Hearthstone.

[Haa+17] Haas et al., “Bringing the web
up to speed with WebAssembly”

[Mus+19] Musch et al., “New Kid on the
Web: A Study on the Prevalence of We-
bAssembly in the Wild”

[Tek+21] Tekiner et al., “SoK: Cryptojack-
ing Malware”

[LKP20] Lehmann et al., “Everything Old
is New Again: Binary Security of We-
bAssembly”

[Oz+25] Oz et al., “Ransomware Over
Modern Web Browsers: A Novel Strain
and a New Defense Mechanism”

[Bri+22] Brito et al., “Wasmati: An effi-
cient static vulnerability scanner for We-
bAssembly”

[He+24] He et al., “SeeWasm: An Effi-
cient and Fully-Functional Symbolic Exe-
cution Engine for WebAssembly Binaries”

[Ric53] Rice, “Classes of Recursively Enu-
merable Sets and Their Decision Prob-
lems”

[Tur36] Turing, “On Computable Num-
bers, with an Application to the Entschei-
dungsproblem”
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FIGURE 1.1: The trilemma of program analysis.

The ideal analyzer would always automatically provide correct analy-
sis results in finite time. This analyzer existed; it would be:
(i) complete, providing no false positives;
(i) sound, providing no false negatives;
(iii) automatic, with no user interaction required;

Given that the problem is proven impossible to solve, researchers
elaborated ways of circumventing this impossibility by giving up on
the guarantee of at least one between completeness, soundness, and
automatism. This is represented graphically in Figure 1.1.

As can be expected of something born of compromise, each approach
has its unique pros and cons, and there really is not a one-size-fits-
all solution for all problems when it comes to program analysis and
verification. While referring to Figure 1.1, the “best” we can obtain are
methodologies of analyzing programs that are: (i) sound and complete
requiring manual intervention, (ii) sound, incomplete and automatic, or
methodologies that are (iii) complete, unsound and automatic. “Best”
is in quotes because there might be certain instances of analyzers that
are capable of leveraging fully automated methodologies in which the
manual aid of an expert is desirable.

Keep in mind that this formulation of the compromise completely
ignores the aspect of the tractability of the problem. This relates more
to automatic approaches, but simply put, to be closer to completeness
in an automatic and sound approach is more computationally expensive
than being farther from completeness. Conversely, this is true as well for
soundness in automatic and complete approaches.

The various compromises that had to be taken by scientists gave
birth to different methodologies grounded in formal methods, which will
be briefly introduced in their most canonical forms because, as already
stated, analysis methodologies can be hybridized for many reasons, some
of which can be improving precision and/or performance.

GIVING UP COMPLETENESS Incomplete approaches encompass the most
canonical forms of static analysis. Incomplete sound approaches al-
low to observe all possible program executions, terminating and non-



terminating, with spurious false positives. Instances of this type of
analysis are the ones largely implemented by optimizing compilers, such
as dead code analysis and constant propagation. This form of analysis
is usually employed when it is desirable to have conservative analysis
results (i.e. when performing dead code elimination, we want to be sure
we are eliminating only dead code) and, possibly, fast analysis results.
More sophisticated approaches allow for the demonstration of stronger
properties, such as the absence of runtime errors in critical software.
For instance, industrial-grade analyzers such as Astrée [Min13; Che20],
Frama-C [BBY17; Biih17] have been successfully used to analyze and
verify code running on critical infrastructures, such as software running
on airplanes and nuclear power plants. Since analyzers require a high
degree of precision, the language to be analyzed, C, is willingly restricted
in its usage. For instance, it is forbidden to use jump instructions and
dynamic memory allocation. In general, when verification of code is a
necessity, it is desirable to have code that, in a sense, is analyzer-friendly.
This is because precise, sound, and efficient analysis of sophisticated
programming features still remains a challenge.

GIVING UP SOUNDNESS Unsound methodologies prioritize eliminating
false positives at the expense of potentially missing true program defects
(false negatives). These approaches are complete, any reported issue
is guaranteed to be genuine, and automatic, but sacrifice soundness by
under-approximating program behavior. Such analyses are often em-
ployed in scenarios where actionable results are critical, and manual
inspection of false alarms is impractical. For example, bug-finding tools
like bounded model checkers (e.g., CBMC [KT03]) or symbolic execution
engines (e.g., KLEE [CDEO8], angr [Sho+16], Manticore [Mos+19])
may be used to explore a subset of program paths within computational
bounds, guaranteeing precision for detected issues but unable to prove
universal correctness. Similarly, lightweight static analyzers targeting
specific vulnerabilities (e.g., memory leaks) may use heuristic rules to pri-
oritize high-confidence findings over exhaustive verification. The primary
advantage of (lightweight) unsound approaches is in their practicality:
they deliver precise results efficiently, making them suitable for inte-
gration into development workflows (e.g., CI/CD pipelines). However,
their inability to guarantee full coverage limits their use in safety-critical
domains. Verifiers based on symbolic execution (e.g., SeaHorn [GKN15])
or concolic testers (e.g., DART [GKS05]), studied in depth in [Bal+18],
exemplify this trade-off, balancing automation and precision while accept-
ing incompleteness, as such approaches suffer from the state explosion
problem. Regardless of this fundamental flaw, researchers found appli-
cations to unsound techniques in symbolically directed fuzzing [BPR16]
and machine learning-guided heuristics [L.ZK22], with the aim of maxi-
mizing error detection, addressing scalability by ‘localizing’ the area the
analyzer has to reason about. In general, the other approach that un-
sound methodologies encourage is simplifying the problem by reducing
a program to a finite state machine (or constraint the language such that
it can be translated into an FSM), and verify it by model-checking or

THE TRILEMMA OF PROGRAM ANALYSIS 5

[Min13] Miné, Static analysis by ab-
stract interpretation of concurrent pro-
grams. (Analyse statique par interprétation
abstraite de programmes concurrents)

[Che20] Chevalier, “Proving the security
of software-intensive embedded systems
by abstract interpretation. (Analyse de la
sécurité de systemes critiques embarqués
a forte composante logicielle par interpré-
tation abstraite)”

[BBY17] Blazy et al., “Structuring Abstract
Interpreters Through State and Value Ab-
stractions”

[Biih17] Biihler, “Structuring an Abstract
Interpreter through Value and State Ab-
stractions:EVA, an Evolved Value Analy-
sis for Frama-C. (Structurer un interpré-
teur abstrait au moyen d’abstractions de
valeurs et d’états :Eva, une analyse de
valeur évoluée pour Frama-C)”

[KT03] Kroening and Tautschnig, “CBMC:
C Bounded Model Checker”

[CDEO8] Cadar et al.,, “KLEE: Unas-
sisted and Automatic Generation of High-
Coverage Tests for Complex Systems Pro-
grams”

[Sho+16] Shoshitaishvili et al., “SoK:
(State of) The Art of War: Offensive Tech-
niques in Binary Analysis”

[Mos+19] Mossberg et al., “Manticore: A
User-Friendly Symbolic Execution Frame-
work for Binaries and Smart Contracts”

[GKN15] Gurfinkel et al., “SeaHorn: A
Framework for Verifying C Programs”

[GKS05] Godefroid et al., “DART: Directed
Automated Random Testing”

[Bal+18] Baldoni et al., ‘A Survey of Sym-
bolic Execution Techniques”

[BPR16] Bohme et al., “Coverage-based
Greybox Fuzzing as Markov Chain”

[LZK22] Liang et al., “Machine Learning-
Guided Static Analysis for Bug Detection”



6 INTRODUCTION

[Mou+15] Moura et al., “The Lean Theo-

rem Prover (System Description)”

[GLO2] Grégoire and Leroy, “A compiled
implementation of strong reduction”

[Pau93] Paulson, Isabelle’s Object-Logics

[Nor08] Norell, “Dependently Typed Pro-

gramming in Agda”

[Bob+11] Bobot et al., “Why3: Shepherd
Your Herd of Provers”

[Leil0] Leino, “Dafny: An Automatic Pro-

gram Verifier for Functional Correctness”

symbolic execution.

GIVING UP AUTOMATION This approach is usually undertaken in the
field of deductive verification, and it potentially allows to observe all
program executions without approximation. The tools produced with
this set of methodologies require manual intervention and a lot of ex-
pertise on the user side. Approaches that are this complex are valid
when trying to prove properties that would not be realistically provable
with the aforementioned methodologies. An example of these properties
would be semantic equivalence between implementation and specifica-
tion. Examples of such an approach can be found in theorem-proving
tools, such as Lean [Mou+15], Coq [GLO2], Isabelle/HOL [Pau93],
Agda [Nor08]. Other tools, such as Why3 [Bob+11], and Dafny [Leil0]
require a program and a property to verify that the tool attempts to prove
automatically using user-provided program invariants. Of course, the
analyses they perform are dependent on the correctness of the specifi-
cations and invariants provided, requiring, in practice, significant effort
and expertise.

Since the main goal of this thesis is to develop a type of analysis
that is commonly performed by optimizing compilers, the most suited
methodology is the one giving up completeness. This analysis is call
graph analysis, and will be discussed in Section 1.3. To close this light
introduction, we leave the reader with a pathological example of useless
sound approximation, so that it can be understood what it means to have
useful approximations as opposed to just caring about soundness.

Note that any desirable approximation is a useful approximation.
Consider the following example of sound termination analysis:

type terminates = Yes | No | Maybe
program —> terminates
let sound_termination_analysis _ = Maybe

It is sound, as Maybe comprises both of Yes and No, and, in
soundness, the analysis will always be right. It computes in O(1)!
But it is as useless as it is fast, as no tangible information can be
extracted by this kind of “analysis”.

1.3 WHAT IS A CALL GRAPH AND WHY IS IT IMPORTANT?

In the context of program analysis, a call graph is a prerequisite for
verifying several inter-procedural properties of interest, such as infor-
mation flow analysis, call-ordering requirements, safety, and liveness,
and, as already mentioned is also employed by optimizing compilers.
A call graph is a directed graph that encodes the calling relationships
between functions or methods in a program. In such a graph, functions
or methods are represented as vertices (i.e., f, g). An edge between two
vertices (f — g) represents that f calls g. Formally, a program’s call graph
is a directed graph G = (V, E) in which the set of nodes V is the set of
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functions in the program, and edge (f,g) € E C V x V if function f calls
function g in the program.

The construction of a precise, non-approximate call graph is made
more complex than a syntactical reachability analysis by features like
dynamic dispatching. Dynamic dispatching is the mechanism by which
function calls are resolved at runtime rather than compile time. For
instance, Java employs dynamic dispatching to resolve calls to overridden
methods based on the runtime type of the object. The runtime object’s
type might differ from the syntactical type of the object, as the syntactical
type might pass through a superclass reference.

Stemming from information derivable only by the semantic proper-
ties of a program, call graph analysis is undecidable, and, as stated in
Section 1.2, its analysis has to be either approximate or partially manual.
Given that partially manual analyses are more suited to demonstrating
more sophisticated properties, we prefer to keep the analysis fully auto-
mated. Given this restriction, we must keep in mind that the soundness
and completeness properties of the call graph obtained will be propa-
gated to any analysis that uses the call graph. For this reason, as a rule
of thumb, the closer a call graph is to the ground truth, the better it is.
Excluding the target program, the precision and therefore computational
cost of producing a call graph depends on the information the analyzer
is aware of, commonly defined as sensitivity, which could include (or
ignore) information about execution paths, context, and so on.

In order not to lose coverage of potential edges leading to undesirable
execution paths, or altering the semantics of a program in the case of
compilers, the conventional approach consists in soundly approximating
all the possible call targets. This means that an edge f — g, in a sound
approximation, really means f may call g. Conversely, in a complete
approximation, an edge f — g means f will call g.

As a note, the addition of spurious edges to the approximation might
also not matter. Consider a hypothetical verification process that uses a
sound call graph with some non-existing edges: if the analysis does not
produce any violation, the false positives did not impact the results. If
it does, a more precise call graph analysis can be used to rule out some
false positives.

We now introduce some of the methods that can be used for call
graph construction, both sound and unsound.

1.3.1 Run-time Call Graph Construction

Run-time call graph construction is, intuitively, the process by which

a call graph is constructed at runtime. This is done by instrumenting

the target program in order to discover edges of the call graph. This, of

course, produces a complete call graph for a given program execution, but

ignores all the other possible program executions, which can be infinite. [NS07] Nethercote and Seward, “Valgrind:
Binary dynamic analysis frameworks and tools, such as Valgrind [NS07], a framework for heavyweight dynamic bi-
explore this kind of approach. nary Instrumentation”
This approach can be applied as well to analysis techniques that

simulate execution, such as symbolic execution, already mentioned in
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[Bal+18] Baldoni et al., ‘A Survey of Sym-
bolic Execution Techniques”

[DGCY95] Dean et al., “Optimization of
Object-Oriented Programs Using Static
Class Hierarchy Analysis”

[BS96] Bacon and Sweeney, “Fast Static
Analysis of C+ + Virtual Function Calls”

[TPOO] Tip and Palsberg, “Scalable
propagation-based call graph construction
algorithms”

[ALO5] Andersen and Lee, “Program Anal-
ysis and Specialization for the C Program-
ming Language”

[Ste96] Steensgaard, “Points-to Analysis
in Almost Linear Time”

[BS16] Balatsouras and Smaragdakis,
“Structure-Sensitive Points-To Analysis for
Cand C++”

1.3.2

1.4

Section 1.2. Symbolic execution allows to reason about all possible inputs
for a program. The explicit symbolic disjunctions employed to perform
conditionals and loops can quickly lead into state explosion, making the
methodology unsuited to medium and large programs, even though it
has seen success when analyzing selective parts of programs, with both
approaches covered and explored in [Bal+18].

Static Call Graph Construction

Given how relevant call graphs are to program verification, scientists
devised a plethora of algorithms for static call graph construction. Class
Hierarchy Analysis (CHA) [DGC95] is a widely adopted call graph con-
struction algorithm, as it provides sound call graphs for a small com-
putational cost. CHA is a type-based reference analysis that uses only
the declared type information to compute a call graph. Intuitively, in
the case of explicit calls, they are reported as such, and in the case of
calls by super class references that cannot be reduced to a concrete type,
approximate the call as multiple edges.

As one might guess, this algorithm is not very precise. Other solutions
that build on top of CHA have been proposed, such as Rapid Type Anal-
ysis (RTA) [BS96], Field Type Analysis (FTA) [TPOO]. Another possible
approach in call graph construction involves producing and leveraging
points-to information derived from pointer analysis with varying degrees
of context-sensitivity [ALOS5; Ste96; BS16]. This is useful in order to
exploit knowledge, even if approximate, about what a variable might
hold: if it holds a value or if it is a pointer, what value it might be holding
or what the pointer might reference during a program execution.

CHALLENGES IN ANALYZING WEBASSEMBLY

As will be explained more in depth in Chapter 2, WebAssembly’s archi-
tecture poses different challenges that make analyzing it quite different
from higher-level languages. Whereas modern complex languages might
employ complex data structures, dynamic typing, or other hard to an-
alyze features, WebAssembly is statically typed and features numerical
types and arrays of numerical types only. Another difference from other
languages is its typical use case of acting as a library-like application with-
out being necessarily bound to a specific client. Second, this library-like
application is stateful and externally mutable, and without any indication
or assumption on what kind of interactions the client can have with it,
analysis results targeting realistic programs can turn out to be incon-
clusive, which, as previously stated, is undesirable. Lastly, the simple
structure of the WebAssembly runtime allows for call graph construction
via type inference, like the case of CHA, but this analysis can turn out
to be both imprecise and unsound, as will be more in depth discussed
later in the document. More precise approaches, such as value analysis,
are typically not used for call graph extraction in other languages due to
their computational cost.
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1.5 CONTRIBUTION AND OUTLINE

REST OF PART I In the rest of Part I, we give a thorough explanation
in Chapter 2 on how WebAssembly works, why it matters, and what its
typical use cases are. We also cover why it is challenging to analyze and
the literature on the analysis of WebAssembly code. We also introduce
static analysis by Abstract Interpretation in Chapter 3, by providing
examples on how to analyze a small functional language.

[PRL24] Paccamiccio et al., “Building call

PART II - IN VITRO Part II contains our first contributions (from [PRL24]), f:;i?;;ﬁ::ﬁgﬁ?embly programs via ab-
focusing on an in vitro approach to analyzing WebAssembly code, that is,
ignoring the possible interactions host programs may have with modules.
In Chapter 4, we define a core subset of WebAssembly of interest, and
define its concrete and abstract state semantics in Section 4.1. Section 4.2
concerns over the semantic domains for the semantics of WebAssembly
declarations, and concrete and abstract semantics. Then, declaration
semantics are presented in Section 4.3, and the isolated concrete and
abstract semantics of WebAssembly are presented in Section 4.4 and
Section 4.5. Chapter 5 is all about proving the soundness of the abstract
semantics. First, we introduce the structure of our proof in Section 5.1.
We then introduce a bounded version of the abstract semantics in Sec-
tion 5.2, which we prove sound in Section 5.3. Then, we prove termina-
tion and soundness of our abstract semantics in Section 5.4. Chapter 6
covers the notions that are necessary to understand how WebAssembly
applications are typically run. Section 6.1 contains explanations on how
the WebAssembly encapsulation mechanism works, and shows how hosts
can significantly impact the semantics of modules. Then, in Section 6.2,
we discuss how the various methodologies of program and library anal-
ysis can be applied to the analysis of WebAssembly applications, each
with its strengths and weaknesses, and lay out our first proposed analysis
methodology in Section 6.3.

PART III - IN VIvO Part III covers the in vivo analysis of WebAssem-
bly applications, that is, analyzing WebAssembly programs considering [PRL26] Paccamiccio et al., “wassily:
how hosts may impact their semantics. In Chapter 7, we introduce our Spec-enhanced Call Graph Analysis for We-
prototype, wassilly [PRL26], the first, to our knowledge, analyzer for bssembly”

WebAssembly that allows for host behavior specification. We discuss its

possibilities, design, and enhancements left outside the formalization in

Section 7.1. We evaluate wassilly against the state of the art in Section 7.4,

and discuss its limitations in Section 7.3. From its limitations, mainly in

usability, and what we learned from the evaluation, in Section 7.5 we

discuss potential strategies to make wassilly more usable. In Section 7.6

we discuss and formalize a novel analysis that synergizes with wassilly.

This analysis targets JavaScript hosts, as it is the most widely used host

language for WebAssembly. This analysis aims at detecting violations of

mutability contracts of WebAssembly-originating allocation sites, thereby

enabling verification of behavioral assumptions about how a certain host

interacts with a WebAssembly module.
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PART IV - EPILOGUE Part IV serves as a recap and conclusion of the work
presented in this document, and presents general guidelines on how the
analysis of WebAssembly modules can be improved.



A Deep Dive into WebAssembly

PREAMBLE

WebAssembly emerged with a bold promise: to bring near-native perfor-
mance to the web while maintaining the security and portability that have
long been hallmarks of web technologies. What began as a low-level, effi-
cient compilation target for browsers has rapidly evolved into a platform
that extends beyond the client-side, reaching into serverless, embedded,
and edge-computing environments. At first glance, WebAssembly appears
elegantly minimal: its stack-based virtual machine, compact binary for-
mat, and strict type discipline all contribute to a sense of simplicity. But as
with many systems designed for performance and security, beneath this
surface lies a rich and intricate design. Understanding WebAssembly fully
requires navigating its workflow, from source-language compilation and
module validation to runtime instantiation and execution. Along the way,
one encounters a language shaped not only by the need for efficiency,
but also by a deep concern for formal semantics and predictable behavior.
This chapter is a guided tour through the landscape of WebAssembly. We
begin with its workflow: how code in languages like C or Rust is compiled
into WebAssembly modules, ready to run in a host environment. We then
explore the execution model, its memory and stack structures, and its
approach to control flow. To ground these concepts, we take a close look
at the syntax of WebAssembly and discuss its intuitive semantics. But
understanding how WebAssembly works is only part of the story. The
second half of this chapter turns to the challenges of static analysis.

While WebAssembly was designed with verification and tooling in
mind, analyzing Wasm programs statically is far from trivial. The chal-
lenges imposed by WebAssembly’s structure compel us to rethink more
traditional analysis techniques and adapt them to fit WebAssembly’s
unique characteristics. By the end of this chapter, the reader will have a
solid foundation in both the operational structure and the semantic intu-
itions of WebAssembly. This foundation will support the more advanced
discussions that follow, particularly those focused on formal analysis and
tooling based on that formalism.

“ ..or as I like to put it: how does one
mitigate bad JavaScript implementations
from further contributing to global
warming?”

—The author.

11
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[Haa+17] Haas et al., “Bringing the web

up to speed with WebAssembly”

[Zak11] Zakai et al., Emscripten - Complete

compiler toolchain to WebAssembly

2.1 WHAT DOES A WEBASSEMBLY APPLICATION LOOK LIKE?

In a typical web browser, code is executed locally by a JavaScript engine.
Unfortunately, JavaScript does not offer optimal performance for every
task. Solving this performance issue is the original mission of WebAssem-
bly [Haa+17]. Higher-level languages are compiled into WebAssembly
typically by dedicated compiler toolchains, such as Emscripten [Zak11].
We show an example of this workflow in Figure 2.1.

hello.c

aE— hello.js

P——— EMSCRIPTEN
—— @ - pA | hello.wasm (s
o e — -7
aa— e hello.html

FIGURE 2.1: Emscripten toolchain compiling a C program into WebAssembly.

Compiling to WebAssembly allows, from portable high-level code, to
obtain one portable binary, as opposed to different OS- and architecture-
dependent binaries, sacrificing as little as 20% in performance, an over-
head justified by the execution of WebAssembly code on top of a virtual
machine as opposed to native OS-level execution.

SOURCE CODE

CE— | e— ¢

-
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BROWSER

FIGURE 2.2: Portability comparison: native vs WebAssembly.

We display the potential of WebAssembly in terms of portability in
Figure 2.2, where a single WebAssembly binary (and virtual machine)
is capable of running on the most common operating systems and CPU
architectures, whereas the native approach would require a total of seven
binaries. This execution and embedding environment is still young and
does not yet have a clear and defined API standard. As of 2025, two
sets of APIs are most popular: the web API, which is dependent on the
JavaScript engine integrated in a web browser; and the more general
WASI (WebAssembly Application System Interface) API standard, focused
on providing a standard set of APIs for WebAssembly to run on wider
families of systems. As of 2025, the WebAssembly JavaScript API remains
the dominant, widely deployed interface (via universal browser support),



2.2

C++, C or Rust WEB APPLICATION
CE— . :
aas——— \ -

o e -— :

s
..............................................

FIGURE 2.3: The layout of a web application that embeds WebAssembly.

while WASTI is rapidly evolving and expanding on the server-side use, but
has not yet reached comparable ubiquity

LANGUAGE BASICS

WebAssembly [Haa+17] is a typed assembly-like language. It uses a
structured stack machine as an execution paradigm. It is a compilation
target (processor architecture) for the LLVM [Lat02; LA04] family of
programming languages. To date, the most common example of a We-
bAssembly runtime environment is a sandboxed environment for web
browsers. It also features standalone runtime environments for resource-
constrained devices [All19]. The overall paradigm Wasm adopts is very
similar to the one that Java and the Java Virtual Machine adopt: source
code is compiled into bytecode and then executed by a virtual machine.

The memory model used by WebAssembly is composed of a store, a
stack, and an instance of the module. The store represents the global state
that WebAssembly programs can manipulate. It consists of the runtime
representation of all instances of functions, tables, memories, globals,
element segments, and data segments allocated during the lifetime of
the abstract machine. The module instance is a runtime representation of
a module obtained by instantiating a module. It holds references to the
objects managed by the store.

Besides the store, most instructions interact with an implicit operand
stack. The operand stack contains three kinds of entries:

(i) values: the operands of instructions;
(ii) labels: active structured control instructions targetable by branch
instructions;
(iii) activations: call frames of active function calls.

Another valid stack representation sees the stack as an activation
stack, with each activation having its own operand stack. Call graph
analysis is the salient concern of this work, so an explanation of how
WebAssembly manages control flow is due: function calls are performed
by either the call operator or the call_indirect operator, with
the latter used to perform function indirection and introducing possible
imprecision when trying to resolve call targets statically, whereas intra-
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for Multi-Stage Optimization”
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[Gro19] Group, WebAssembly Control In-
structions

[FS20] Flores-Montoya and Schulte, “Dat-
alog Disassembly”

[Arc+24] Arceri et al., “Towards a Sound
Construction of EVM Bytecode Control-
Flow Graphs”

procedural control flow is managed predictably with structured control
instructions [Gro19]. The predictable management of intra-procedural
control flow allows for the production of a correct control flow graph
of a function by using trivial syntactical analyses, whereas, for other
languages that allow for arbitrary jumps to happen, this represents a
challenge, as shown in [FS20; Arc+24].

In WebAssembly’s naming convention, WebAssembly programs are
called modules, and the client using them is called the host. WebAssembly
modules are akin to stateful libraries; their role is to provide additional
functionality to the host and have a mutable internal state that can be
affected by both module and host.

Examples of WebAssembly

In this section we introduce the syntax of WebAssembly with an appetizer
of simple programs to familiarize with the syntax, to then introduce the
syntax and intuitive semantics of control instructions.

ONE PLUS ONE EQUALS Two Listing 2.1 presents a basic example. The
(module [...]) instruction introduces the most minimal unit of a We-
bAssembly program: the module. In this example, we have one function,
$add, that performs addition on the two parameters it accepts. They
are first loaded into the operand stack by the 1ocal . get instructions,
then consumed by 132 .add that produces the result. Since the main
block of the function has no more instructions to execute, and the stack
is well-formed, meaning there are only n (in this case, one) well-typed
values on the stack, the end of the function block performs an implicit
return.

Note that the Wasm validator can check the stack shape syntacti-
cally and reject programs with erroneous stack shapes. This issue
might occur in handwritten WebAssembly programs, as no prop-
erly working compiler should be able to produce an erroneously
shaped stack.

Note that WebAssembly does not use names to address objects but
uses indices, as shown in the 1ocal . get instructions. Names, such as
$add are present for mere convenience and are not guaranteed to be
preserved after compilation.

Lastly, (export ename (func fid)) exports a function identi-
fied by fid as ename (e.g., export name), so that it can be invoked
outside the module, similarly to public methods in Object-Oriented lan-
guages.

In short, the module in Listing 2.1 exposes an add function that both
the host and the module can use.

CALLING The instructions call and call_indirect are responsible,
respectively, for calling functions directly and via dereferencing. In List-
ing 2.2 we show an example of how direct function calls work. Intuitively,
we export a $Smain function that calls $add transitively.
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(module
(func $add (param i32 i32) (result i32)
local.get O
local.get 1
132.add)
(export "add" (func $add))

Listing 2.1: 32-bit integer addition between two parameters in WebAssembly.

(module

(func $add (param i32 i32) (result i32)
local.get O
local.get 1
i132.add)

(func $main (param i32 i32) (result i32)
local.get O
local.get 1
call $add)

(export "main" (func S$main))

Listing 2.2: WebAssembly direct function call.

The role of call_indirect is to emulate function pointers and
dynamic dispatching in general and, as expected, is slightly more com-
plicated. Consider the example in Listing 2.3. It features three func-
tions, with $main being exported. Smain performs a call_indirect
to a function of type i32 x i32 — 132. In this case, the reference
is constant to index O (i32.const 0). But what does O reference?
WebAssembly performs indirection using a reference table, defined by
(elem Stable [...]).The O-th element of the table corresponds
to the function with index 1, or $sub. In short, a WebAssembly reference
table maps table indices to functions, and call_indirect uses table
indices to retrieve functions.

(module
(func $add (param i32 i32) (result i32)
local.get O
local.get 1
i32.add)
(func $sub (param i32 i32) (result i32)
local.get O
local.get 1
132.sub)
(func $main (param i32 i32 i32) (result i32)
local.get O
local.get 1
i32.const O
call _indirect (param i32 i32) (result i32))
(table S$table 2 funcref)
(elem Stable (i32.const 0) 1 0)
(export "main" (func S$main))

Listing 2.3: Call via function indirection. Function names in table are hidden on purpose.

Given this small appetizer to familiarize with the basics of the syn-
tax of WebAssembly, we now proceed to explain its local control-flow
constructs.

LANGUAGE BASICS
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(module
(func $fib (param i32 i32 i32) (result i32)
(if (result i32)
(1i32.egz (local.get 0))
(then (local.get 1))
(else (call $fib
(i32.sub (local.get 0) (i32.const 1))
(local.get 2)
(i32.add (local.get 1) (local.get 2)))
)
)
)
(func S$main (param i32) (result i32)
(call $fib (local.get 0)

(i32.const 0) ;, seed value
(i32.const 1))) ;,; seed value
(export "main" (func S$main))

)

Listing 2.4: Fibonacci’s function in WebAssembly.

N-THFIB() In Listing 2.4, we show a slightly more complex module that is
responsible for calculating the n-th number of the well-known Fibonacci
sequence. For the sake of readability, we make use of the S-expression
syntax as opposed to the standard "stack machine" version. The module
shown in Listing 2.4 exposes a main function that is responsible for
calling $fib with a user-defined parameter and constant seed values
of 0 and 1. The first local control instruction is now unveiled, as $fib
uses the conditional i f (T) (€) then (€) else (€). In WebAssembly,
control constructs need explicit type annotations if they are to return
values at the end of control blocks, such as are then and else. The (7)
in the conditional states exactly this: both then and else must return
a J-typed vector of values. The boolean expression € is represented
by (i32.egz (local.get 0)) (reads as EqualsZero) with 132.eqgz
returning 0 or 1 depending on the input being equal or non-equal to
0. This unveils another peculiarity that WebAssembly shares with other
assembly-like languages and C: there is no explicit boolean value type,
but the boolean evaluation instead consists of a function mapping O to
false and all other values to true.

BLOCK, LOOP, BRANCHING WebAssembly features statements that create
typed labels that can be branched out, in the case of block statements,
or into, in the case of 1oop statements, by branching statements, with br
being the unconditional branch instruction and br_if the conditional
one. Of course, to perform a legal branch, the label must be “in scope”
(e.g. it must not have ended yet): borrowing some canonical language
knowledge from C, br and br_if behave like break-s, in case the
targeted label is a block and continue-s, in case the targeted label is a
loop. In Listings 2.5 and 2.6 we show examples for the aforementioned

constructs.

Having sorted the basics in the syntax of WebAssembly, we now show
some examples of importing external resources inside WebAssembly
modules.
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(module
(func (export "log if not
(block $my_block
;; Snum is equal to 100
local.get $num
i32.const 100
i32.eq
br_if $my_block
;; not reachable when Snum is 100
i32.const 42
return
)

local.get $num

100") (param S$num i32)

)
)

Listing 2.5: Usage of the Block construct in WebAssembly.

(module
(func
(local $i i32)
(loop $my_loop
;7 add one to Si
local.get $i
i32.const 1
i32.add
local.set $i
;; 1f $i is less than 10 branch to loop
local.get $i
i32.const 10
i32.1t_s
br_if $my_loop

)

(start 1) ,;; run the first function automatically

Listing 2.6: Usage of the Loop construct in WebAssembly.

(module
(import "console" "log" (func $log (param i32)))
)

Listing 2.7: Import used in WebAssembly.

IMPORTS Intuitively, imports allow a WebAssembly module access to an
external resource, whether it be a (global) variable, a reference table,
or, most notably, a function. Listing 2.7 shows an example of importing
the JavaScript console. log printing function. Imported functions can
be functions embedded by compilers, such as the malloc and free
functions of the C language.

ANALYSIS OF WEBASSEMBLY

Given the nature of WebAssembly of “aiding” other programs in a library-
like fashion, when aiming to analyze WebAssembly code, one should
first answer this question of what kind of WebAssembly application
are we analyzing. The cases to consider are (assuming only a single
WebAssembly module):

ANALYSIS OF WEBASSEMBLY 17
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[Gro20] Group, WebAssembly System Inter-
face - WASI

2.3.1

(i) a stand-alone module without external dependencies;

(ii) a module that provides specific functionalities that is to be used
in possibly many settings as a library (i.e. a module providing
cryptographic primitives);

(iii) a module providing additional functionalities tied to a specific host
application.

Depending on the answer to this question, different sets of analysis
principles may or may not be applicable. For instance, point (i) could be
considered a “textbook” form of program analysis. Point (ii) could be
analyzed with techniques and methodologies that stem from principles of
library analysis, and, finally, when analyzing (iii), it could be desirable to
do so by exploiting techniques that work well in multilanguage analyses.

In this section, we gently and informally introduce the reader to
the necessities an analyzer may have in the cases described above, the
consequences of not meeting these necessities in realistic scenarios, and
describe methodologies and frameworks to address them.

Closed Module Analysis

The analysis of a closed module closely relates to the analysis of bullet
point (i) described in Section 2.3, with a minor caveat: external depen-
dencies are accepted, but do not impact the state of the module under
analysis. This kind of analysis is simple but has little applicability to
realistic scenarios: even stand-alone compiler-generated WebAssembly
code still uses the WASI (WebAssembly System Interface) API [Gro20]
as a de facto standard. In practicality, the resulting WebAssembly bi-
nary will import functions that will perform side-effects on the module
state, in particular in its memory section. Ignoring these side effects
will produce unsound analyses. With this in mind, as of today, sound
analysis of WebAssembly is not realistic under the assumption of a closed
module, unless the target programs are handwritten textbook examples,
i.e., examples from Section 2.2. The closed module example, though, is
nonetheless helpful in laying the foundation and building up to more
sophisticated analyses of open modules. In fact, the analysis of an open
module is the analysis of a closed module with knowledge or assumptions
about the side effects of external dependencies.

Inconclusive or Unsound?

With the elements discussed so far, we can begin to make preliminary
considerations for the analysis of WebAssembly modules. First and
foremost, closed modules are good toy examples, but, in the context of
developing sound analyses, they lack applicability in realistic scenarios.
This weakness of the closed-module paradigm is emphasized by the
host’s ability to significantly modify the module state by impacting shared
reference tables, memories, and variables, leaving us with three main
options:

(i) assume no knowledge about the host;

(ii) analyze the module under a set of assumptions on host behavior

that, if held, make the analysis result sound;



(iii) provide information about host behavior that the analyzer can
leverage.

All of these approaches have their pros and cons, and we will discuss
them to better understand the implications of taking each path.

APPROACH (i) While enticing at first glance because it is sound and quite
simple, it actually hides a significant drawback. By assuming no knowl-
edge about the host environment, the analyzer must conservatively model
that the host can perform any interaction with the shared resources at
any time. Concretely: exported linear memory and reference tables must
be treated as entirely mutable by the host at both instantiation time and
at any time a host function is invoked. The consequence is problematic:
any value stored to a shared resource becomes T (representing “any
possible value”). Subsequently, any value loaded from such a resource
is also T. This T propagates through subsequent computations, rapidly
infecting derived values. If a substantial portion of our knowledge is
effectively destroyed by being overly conservative, the result is a sound
but overwhelmingly imprecise analysis, often collapsing all interesting
properties to “unknown”. Pursuing soundness and automation at all costs
thus leads to analyses that are, in practice, useless. To the best of our
knowledge, no WebAssembly analyzer released to date uses this method.

APPROACH (ii) Approach (ii) relies on the notion of Most General Client
(MGC) [Rin+07; AKS15], that we explain more in depth, together with
Reasonably Most General Clients (RMGCs) [KM19], in Section 6.2.1.
Briefly, a MGC is a default safe assumption about client behavior that
allows the abstract client to use a library in any possible way. This
approach is generally more applicable to the analysis of languages that
have strong encapsulation mechanisms, a property that WebAssembly
does not enjoy. RMGCs can be seen as a restricted version of MGCs. This
approach is tunable in its assumptions, which can be made stricter or
more relaxed. A comparison with approach (i) sees (ii) as more complex
but more attractive: if unknown imports are involved, as is the case
with most practical Wasm programs, the analysis can still produce useful
results. If the RMGC assumption is respected the analysis is sound, if
it is not, useful information can still be collected. This approach has
been adopted in literature to analyze JavaScript libraries in [KM19] and
subsequently ported to Wasm [Bra+23]. Given that the existing analyses
target pure WebAssembly code, to the best of our knowledge, there is no
literature on the verification of the assumptions made by RMGCs. More
broadly, static analyzers for Wasm, such as wassail [SDR20; SDR21], and
sturdy [Bra+23], aim for soundiness: “soundiness attempts to capture the
balance, prevalent in practice, of over-approximated handling of most
language features, yet deliberately under-approximated handling of a
feature subset well recognized by experts. [...] A soundy analysis aims
to be as sound as possible without excessively compromising precision
and/or scalability.” [Liv+15].

ANALYSIS OF WEBASSEMBLY 19

[Rin+07] Rinetzky et al., “Modular Shape
Analysis for Dynamically Encapsulated
Programs”

[AKS15] Allen et al., “Combining type-
analysis with points-to analysis for ana-
lyzing Java library source-code”

[KM19] Kristensen and Moller,
“Reasonably-most-general clients
for JavaScript library analysis”

[Bra+23] Brandl et al., “Modular Abstract
Definitional Interpreters for WebAssem-
bly77

[SDR20] Stiévenart and De Roover, “Com-
positional information flow analysis for
webassembly programs”

[SDR21] Stiévenart and De Roover, “Was-
sail: a webassembly static analysis library”

[Liv+15] Livshits et al., “In defense of
soundiness: a manifesto”



20 A DEEP DIVE INTO WEBASSEMBLY

[OM20] Ouadjaout and Miné, ‘A Library
Modeling Language for the Static Analysis
of C Programs”

[Mon21] Monat, “Static type and value
analysis by abstract interpretation of
Python programs with native C libraries.
(Analyse statique, de type et de valeur, par
interprétation abstraite, de programmes
Python utilisant des librairies C)”

[BBY17] Blazy et al., “Structuring Abstract
Interpreters Through State and Value Ab-
stractions”

[Biih17] Biihler, “Structuring an Abstract
Interpreter through Value and State Ab-
stractions:EVA, an Evolved Value Analy-
sis for Frama-C. (Structurer un interpré-
teur abstrait au moyen d’abstractions de
valeurs et d’états :Eva, une analyse de
valeur évoluée pour Frama-C)”

[BMP24] Blanchard et al., “Formally Ex-
pressing What a Program Should Do: The
ACSL Language”

[Min13] Miné, Static analysis by ab-
stract interpretation of concurrent pro-
grams. (Analyse statique par interprétation
abstraite de programmes concurrents)

[Che20] Chevalier, “Proving the security
of software-intensive embedded systems
by abstract interpretation. (Analyse de la
sécurité de systémes critiques embarqués
a forte composante logicielle par interpré-
tation abstraite)”

[Gro20] Group, WebAssembly System Inter-
face - WASI

APPROACH (iii) It is the most complex of the three, as it requires non-
trivial knowledge of the semantics of external dependencies, obtainable
either by manual specification or additional analysis. This necessity,
while dependent on a substantial additional effort on top of analyzing
WebAssembly, allows retaining soundness, as long as the semantics pro-
vided are sound, with the guarantee to obtain results at least as precise as
the ones obtained by approach (ii). This approach shares with approach
(i) the fact that there is no assumed “default” knowledge of the host. It
differs in that it aims to maintain both precision and soundness, but this
may require significant effort if a manual specification is necessary. Well
known abstract interpreters leveraging annotations are MOPSA [OM20;
Mon21], Frama-C [BBY17; Biih17; BMP24], Astrée [Min13; Che20].

APPROACH (ii%) The issue with approach (ii) lies in the fact that We-
bAssembly analyzers can never produce sound results under the RMGC
assumption. Not because mutations of tables or linear memories provide
a performance or any advantage, but because WebAssembly requires
these kinds of mutations to be impactful in the real world. In fact, the
de facto WASI [Gro20] standard systematically leverages mutations to
the linear memory to enable efficient host-module communication. We
call this approach (i) because we can leverage the knowledge of the
semantics of WASI syscalls and combine them with the assumptions
made by RMGCs so as not to necessarily need an explicit specification for
each imported dependency. Unfortunately, this approach is not directly
applicable and requires an existing take on approach (iii), which is the
principal focus of this work.



2.4 RELATED WORK

WEBASSEMBLY IN GENERAL Since its inception [Haa+17], WebAssembly
captured the attention of researchers. An alternative formalization to the
original semantics has been proposed in [Wat18]. Work is also being done
to improve performance when handling complex data structures [SMR24]
and support concurrency [WRPP19]. It is also being studied in non-web
environments [SM21; WKD22], with efforts on the engineering side to
make it practical [Mé+21; LSS24]. Being a very pervasive language, as
it runs in every widespread browser, its security implications are of great
interest and have been studied in [Joh+23] and [LKP20].

WEBASSEMBLY STATIC CALL GRAPH CONSTRUCTION Lehmann et al. re-
view in [Leh+23] static call graph construction in WebAssembly. Among
the works covered there are: wassail [SDR20; SDR21], Twiggy [Twi22],
MetaDCE from the Binaryen [Bin23] suite, and WAVM [WAVnd]. All
of these offer means for implicit or explicit call graph extraction, but
none of these tools base their answers on the specific semantics of a
target program. Specifically, wassail can construct call graphs statically,
resolving indirect calls via type signatures. It also does information-flow
analysis and program slicing. Twiggy is a Wasm code profiler, aimed at
binary optimization and debloating. MetaDCE is the dead code elimi-
nation module from Binaryen, a compiler toolchain for WebAssembly.
WAVM is a LLVM-based Wasm-to-native compiler. To do so, it leverages a
lifter from Wasm to LLVM. [Leh+23] compares all of these on 24 bench-
marks designed to uncover the limitations of each analyzer. Other works
not covered in [Leh+23] offer analyses based on syntax only [Bre+23;
Bri+22]. sturdy [Bra+23] is another option capable of performing call
graph constructions via interval- or constant-based abstract interpretation
of Wasm code. sturdy supports static dead code elimination as well.
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WEBASSEMBLY GENERAL ANALYSIS Many approaches in WebAssembly
analysis employ symbolic/concolic execution, such as SeeWasm [He+24],
WASP [Mar+22], Manticore [Mos+19], and Eunomia [He+23]. These
tools are mostly geared at finding bugs and, given the computation-
intensive nature of symbolic execution, are not particularly suited for call
graph analysis. A notable limitation of Manticore is the lack of support for
imported functions. Support for external dependencies on more recent
tools is, in one way or another, a standard feature. SeeWasm supports
external dependencies via WASI semantic stubs or behavioral contracts.
Eunomia and SeeWasm are related: Eunomia specializes SeeWasm’s core
engine for bug finding. WASP, being based on Wasm’s reference in-
terpreter, inherits JavaScript host support from it. Wasmati [Bri+22]
takes a different approach: it employs a graph-based representation of
programs and performs checks on security properties on these. It re-
quires a call graph to function and can generate one using type-based
constraints. Static information flow analysis has also been of interest to
researchers [SDR20; Bas+22], focusing mainly on preventing informa-
tion leaks from secret inputs to observable outputs.

ANALYSIS OF PROGRAMS WITH UNSPECIFIED FUNCTIONS The analysis of
open modules is strictly related to the analysis of libraries, and in general,
close to the analysis of programs with unavailable code. The work
presented in [KM19] proposes a reasonable most-general client approach
that constrains what a client can do to JavaScript library instances,
which, analogously to WebAssembly module instances, are stateful and
mutable. This approach is also used in [Bra+23] to analyze WebAssembly
modules. Most-general clients have been proposed [AKS15; Rin+07],
but require strict encapsulation mechanisms (which WebAssembly lacks)
to perform precise analyses reliably. In [OM20], the authors propose
a modeling language geared to C libraries, simplifying the work that
the static analyzer must perform. To the same end, the Frama-C static
analyzer uses ACSL [BMP24].



3.1

Static Analysis by Abstract Interpretation

PREAMBLE

One of the broad goals of static analyses is to prove program properties.
Consider the example of proving that a program does not reach erroneous
states. This is done by extracting, via analysis, a set of reachable program
states and verifying if all of them conform to a certain specification
(i.e. all computations are performed successfully). In this chapter in
particular, we want to guide the reader in an as simple as possible tutorial-
like fashion in formalizing and implementing a static analyzer that proves
if a given program can ever fail. Such tool will be based on the theory of
Abstract Interpretation, a most general theoretical framework introduced
in [CC77], that allows to express any sound static analysis. We also
introduce much of the notation that will be used in the rest of this
document.

A MOST GENERAL(LY HARD) FRAMEWORK Abstract Interpretation, as a
general framework, can be quite challenging to grasp, and the goal of the
following chapters is to explain static analysis using Abstract Interpreta-
tion as intuitively as possible while maintaining a formal approach. More
formal and general introductions can be found in Miné [Min17], Rival
and Yi [RY20], and Cousot [Cou21]. Additional resources may be found
in the slides! of the many presentations given by Patrick Cousot on the
subject. Besides the general theoretical background of Abstract Interpre-
tation and order theory, we try to cover (most of) the formalization steps
and intuitive design pills of simple static analyzers for SlobSinopie, a
toy example for a functional language. The full implementation is freely
available?.

A FIRST TOY, SLOBSINOPIE

This section covers the analysis of S1obSinopie programs.

SlobSinopie is a toy ML-like functional language, designed to facili-
tate the understanding of underlying concepts of Abstract Interpretation
without the issue of formalizing features typical of more expressive lan-
guages, such as mutability, loops, jumps, and similar complex constructs.
It is statically typed, with int being the only type available. It features

“The crystal ball says T, muttered the
wizard. Little did he know, T was all the
ball ever said — and it was never wrong.”

—Etal.

[CC77] Cousot and Cousot, “Abstract In-
terpretation: A Unified Lattice Model for
Static Analysis of Programs by Construc-
tion or Approximation of Fixpoints”

[Min17] Miné, “Tutorial on Static Infer-
ence of Numeric Invariants by Abstract
Interpretation”

[RY20] Rival and Yi, Introduction to Static
Analysis - An Abstract Interpretation Per-
spective

[Cou21] Cousot, Principles of Abstract In-
terpretation

Ihttps://pcousot.github.io/
talks.html

2https://github.com/
ringzer0x00/slobsinopie
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functions, so call graph analysis is applicable, and operations that can fail
at runtime, as can be the case with the infamous division by zero runtime
error. The SlobSinopie language is described in Listing 3.1. As a
functional language, S1obSinopie programs are a single expression
composed of sub-expressions. Expressions can be constants, variables,
function declarations, applications, conditional expressions, binary op-
erations, and comparisons between two expressions. The clause of the
conditional statement can only be a binary comparison between two
expressions. SlobSinopie does not allow for higher-order functions.

<IDENTIFIER>

cond = e
bop = 4

cmp eq

I/

(e)
zEL

€ =
€1 bOp €o

let X3 X* = e1 1in eg

|

|

| if cond then e; else e3
|

|  x e*

Listing 3.1: BNF grammar for SlobSinopie.

We show in Listing 3.2 an example of S1obSinopie implementation
for a program that computes the fifth element of the Fibonacci sequence.

let fib x =

if x = 0 then 0

else if x = 1 then 1

else (fib (x = 1)) + (fib x - 2) in
fib 5

Listing 3.2: Example of a program implementing and calling the Fibonacci function written
in SlobSinopie.

SEMANTICS OF SLOBSINOPIE

We define the semantics of S1obSinopie. Semantics are a formal math-
ematical definition of the behaviors associated with each syntactical
construct, whether it be an expression or a statement. The semantics of
imperative languages describe program behavior over input and output
program states, whereas in functional languages, semantics describe pro-
gram behavior over input environments and output values. We represent
an environment with o, consisting of a mapping from variable to value.
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Definition 1. A variable environment ¢ having type M is defined as a
mapping from variable to value. Formally, M : V — Z.

Given how the language allows for function declarations, a mapping
from function identifier to function body and parameters is available in a
separate environment ¢.

Remark 1. This approach of separating function and variable environ-
ments is not conventional, as in functional languages even constant
declarations are still considered functions (they are, in fact, constant
functions). This separation is done exclusively to simplify the design and
implementation of the abstract and concrete interpreters.

Definition 2. A function environment ¢ of type F is defined as a mapping
from function identifier f of type JD to a tuple containing the correspond-
ing expression, of type P and the set of parameter variables V that will be
used to build the environment inside the function scope. This is formally
denoted by the following definition: ¥ : JD — P x V.

Functional languages reason about functions and values. As such,
our programs will evaluate to either: (i) one value of type Z, (ii) a
catastrophic error of type € or will not terminate, and be represented
as 1. Based on this and the previously defined elements, we define the
semantic domain for our evaluation function €.

Definition 3. The evaluation function €[.] evaluates the input tuple of
type (P x M x F) to a output or non-output of type Z U & U{L}.

An additional evaluation function is adopted to perform boolean
comparisons. We refer to this function as €[.].

Definition 4. The boolean evaluation function €[.] evaluates the input
tuple of type (P x M x F) to a output or non-output of type BU & U{L}.

The semantics that follow are written in operational big-step style.
Once a semantic notation is introduced a brief description that explains
it will follow.

Semantics of Simple Expressions

We define as simple those expressions that are not comprised of sub-
expressions. In our language, constant and variable expressions belong
to this category.

[z]op =v

const %0,0) — v (3.1)

Equation (3.1) is the function that evaluates contant numerical ex-
pressions.

o(x)=v
(x,0,0) = v

lookup (3.2)

Equation (3.2) evaluates variable expressions. It performs a lookup on
the environment o, retrieving and returning the value associated with
the identifier.

SEMANTICS OF SLOBSINOPIE
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3.2.2 Semantics of Operations Between Expressions

[elJlod =v1 [e2]op =v2 vl =v2
(el = e2,0,0) = true
[ellodp =v1 [e2]op =v2 vl #v2
(el = e2,0,¢0) = false

(3.3)

(3.4)

Equations (3.3) and (3.4) describes how equality comparisons between
two expressions are performed. After evaluating them to values, the
values are checked for equality and true or false are returned accord-

ingly.
[ellop =vl [e2]op =v2 v1 < v2
(el <e2,0,0) = true
[ellop =vl1 [e2]od =v2 v1 L v2
(el <e2,0,¢) = false

(3.5)

(3.6)

Equations (3.5) and (3.6) describes how the less-or-equal comparisons
between two expressions are performed. Similarly to the equality com-
parison, after evaluating them to values, the values are compared and
true or false are returned accordingly.

[ellop =v1 [e2]op =v2 vl >v2
(el > e2,0,p) = true
[ellop =vl [e2]op =v2 vl ¥ v2
(el > e2,0,0) = false

3.7)

(3.8)

Equations (3.7) and (3.8) describes how equality comparisons between
two expressions are performed. After evaluating them to values, the
values are checked for equality and true or false are returned accord-

ingly.

[ellodp =v1 [e2]op =v2 v1+v2=v3

(el + e2,0,¢p) = V3 (3.9)
[ellop =vl [e2]odp =v2 v1—v2 =3
(el -e2,0,¢) = V3 (3.10)
ol [ellodp =v1 [e2]op =v2 vl*v2=v3 (3.11)

(el *e2,0,p) = v3
Equations (3.9) to (3.11) describe how the binary operations of addition,
subtraction and multiplication between expressions are handled. In these
operations the expressions of the operands are first reduced to values
and then the operator is applied to the reductions. Since these operations
do not contemplate failure, they are handled in a single case.

N [elJlop =v1 [e2]od =v2 v1/v2=v3
v (el /e2,0,¢) = v3

(3.12)

[e2lod =v2 v2=0
div (3.13)
(el /e2,0,¢) = DIVBYZERO

Equations (3.12) and (3.13) cover how to evaluate the binary opera-
tion of division. The two cases are to reason about invalid executions,
such as Equation (3.13), that yields a division by zero error.
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3.3

Semantics of Complex Expressions

Function declaration, function application, and conditionals are what we
refer to as complex expressions.

$lf < p,ell =¢' [e2]odp’ =v2
(let fp=-elin e2,0,¢) = V2
p=nil [ellop =vl olf«<vil=0" [e2]oc'd=v2
(let fp=elin e2,0,0) = v2

(3.14)

let-func

let-const

(3.15)
The semantics in Equations (3.14) and (3.15) is the semantics of let-style
expressions, consisting of the evaluation of a declaration followed by
another expression. A declaration is defined by its identifier x and a list of
parameters p. The two semantics distinguish constant declarations from
function declarations, which are managed respectively by adding the
variable-value binding to the environment and by adding the function
body and parameter list to the function store. Expression e, is then
evaluated under the new environment or function store. In typical
functional languages, declarations are managed differently, in a single
environment, but, for the sake of simplicity, we decided to use this “easier
to digest” approach.

o(f)=n,e Ax[xJod=r
ni < r(pi) Inien,piepl=o’
o@Po ' =0" [eJo"d=v
<fp1 o, ¢> == Vv
Equation (3.16) describes the semantics of function application. The

(3.16)

application

function is looked up in ¢, obtaining parameters names n and the func-
tion body e. The parameters expressions p are then reduced to values and
then bound to their names in the environment . The auxiliary operator
&P adds them to the old environment, producing a new environment ¢’.

[c]odp =true [el]jodp =v

3.17
(1f cthen elelse e2,0,¢p) = v C )

if-true

[cJod = false [e2]od =v
(if cthen elelse e2,0,¢) = v

(3.18)

if-false

Equations (3.17) and (3.18) is the canonical if-then-else. A compari-
son expression is evaluated, then, according to the result, one between
e or er is evaluated.

INTRODUCING ABSTRACTIONS

Having introduced the concrete semantics of our toy language, it is now
time to start reasoning about how these semantics can be transformed
into analysis-computable ones, e.g., a static analyzer. A typical goal of
static analyzers is to prove program properties, and one way to visualize
this is to think of program properties as sets of inputs, outputs, or program
configurations that satisfy a given property.

Consider the example program in Listing 3.3: we are interested
in proving a property that, for instance, might be termination, given

INTRODUCING ABSTRACTIONS
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3.3.1

let move x by times =

if times = 0 then x

else move (x + by) by (times - 1)
move X by times

Listing 3.3: Example of a potentially diverging program.

that the example program is clearly diverging for negative inputs on
parameter times. In these examples we use Z, as a shorthand for
{z € Z | z > 0}. We can express the set of terminating input environments
with the following set Z;:

Yy ={0]0o(x),0(by) € ZNo(times) € Z,} (3.19)

We might also express input environments causing diverging executions
as > :
{o]0o(x),0(by) € ZNo(times) € Z\Z,} (3.20)

And we can also express all possible input environments as X 1:
Y+ ={o|o(x),0(by),o(times) € Z} (3.21)

Note that X+ is equal to the set denoted by £ U X, . Intuitively, the
sets described, endowed with the set inclusion C relation (reads as ‘is
smaller than’), form a partially ordered set, or poset. This structure is
widely used to reason about program properties, and is foundational
when reasoning about abstractions in general. As per our examples, we
can state: (i) L, C X+, (i) X, C X+.

Definition 5. A partially ordered set (poset) is an ordered pair P = (X, C)
consisting of a set X and a partial order C on X. In case of no ambiguity,
X itself can be called a poset. Partial order relations, in general, for all
a,b,c e X:

* reflexive: a C q;

e antisimmetric: aCbAbC a =— a=b;

e transitive: aCbAbLCc¢c — aLlc.

Abstract Environment

Rice’s theorem states that no non-trivial semantic property is decidable
for all programs in a sufficiently expressive language. Termination is such
a property, and our concrete semantics is sufficiently expressive (e.g.,
Turing-complete); therefore, termination is undecidable in the general
case. The concrete semantics yields an undecidable property checking
problem. To obtain a terminating and sound static analysis, we must
reason about multiple potential program executions simultaneously. We
achieve this by “collapsing” multiple concrete objects into an abstract
representative. Considering the previously defined environment sets, we
define a poset P(V — Z,C,) of environments. From this definition of
environment, we can obtain a poset V — P(Z, C#) that, for each variable
in the environment, keeps knowledge of a set of potential integer values.
This definition is an abstraction of the environment. As a convention



Example 1. Given a set of environments X:
T={(x =4,y — 2); (x — 42,y — 24)}
We can obtain o(X) such as:
afX) ={x — (4,42),y — (2,24)}
By concretizing o« (X) with y(«(X)) we obtain:

Y(x(Z)) ={(x = 4,y = 2); (x = 4,y — 24);
(x = 42,y — 2); (x — 42,y — 24)}

Notice that X is strictly included in y(x(Z)). Sound y and « functions
should always follow this property.

throughout this work, when dealing with posets of abstract objects, we
will denote them with the # symbol. As it is computable, the function
store ¢ does not need abstractions. The function that maps a concrete
entity to an abstract entity is an abstraction function «. In the case of
environments, we have:

P(V—2%Z,C) —V—P(ZC)
> — Av{ov)|oe X}

KXo

It is possible to also define the dual of the abstraction function, called
concretization, y.

V—-PzZLC —PV-—>ZLCO)

Yoy o Wwe Y, o) € f(v))

Example 1 provides an example of how vy and « functions behave, and
how the use of abstraction « leads to the introduction of environments
not originally in X when concretizing the abstracted set. In case we were
interested in proving X as the only possible set of valid environments,
the abstraction function used would produce false positives. Adopting
more precise abstractions can mitigate this issue, at the expense of the
tractability of the problem.

The property of « and vy of preserving order relations can be gener-
alized as a Galois connection, which is how abstract interpretation was
originally formulated in [CC77].

Definition 6 (Galois Connection). A Galois connection between two
complete lattices (C, C) (concrete domain) and (A, C) (abstract domain)
consists of two monotonic functions:

«:C —= A (abstraction function)

v:A — C (concretization function)
satisfying for allc € C and a € A:

x(c)Ca < cCvy(a)

INTRODUCING ABSTRACTIONS 29

[CC77] Cousot and Cousot, “Abstract In-
terpretation: A Unified Lattice Model for
Static Analysis of Programs by Construc-
tion or Approximation of Fixpoints”
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A GC is denoted by: (C,C) & (A,C).

Theorem 1 (Soundness Preservation). Given a Galois connection ()
and a concrete transfer function f : C — C, if an abstract transfer function
ff: A — A satisfies:

Ve e C:af(c)) T (x(c))

then for any concrete computation, the abstract computation soundly ap-
proximates all concrete behaviors.

Proof. Let f: C — C be the big-step concrete semantics, and f* : A — A
be its abstract counterpart. Assume x(f(c)) C f*(«(c)) holds for all c € C
(i.e., local soundness). Then, for any concrete input c € C, if ¢’ = f(c),
then:

ale’) = alf(c)) C f¥(a(c))

thus, the abstraction of the concrete result is over-approximated by the
abstract evaluation. O

Property 1 (Key Characteristics). For any Galois connection («,v):
*  and vy are monotonic.
* xovyisextensive: a C o(y(a)).
* v o «isreductive: y(x(c)) D c.
* The composition y o o« : C — C is a closure operator on C.
* A GC makes it is always possible to mechanically derive the best
abstraction f* of a function f by f* : A - A = xofovy.

We show an example of GC between the poset of integers P(Z, C) and
the interval poset (J,C), and an example of application in Example 2.

Example 2 (Interval Analysis). Let C = (P(Z), C) and A = (J, C) where
[a,b] C [c,d] <= ¢ < a/Ab < d. Define:

o(S) = [min S, max S]
Y(la,bl) ={x € Z]a<x<b}

where S is a set of integers.

For the concrete operation f(S) = {x + 1 | x € S}, we propose a sound
abstract counterpart:

f(la,b]) =[a+1,b+1]

recalling the best abstraction of a function f: f# satisfies the best abstrac-
tion property: demonstrating exact abstraction.

Property 2 (Best Abstraction). Galois connections can also be exploited
to derive the best abstraction for operators: Given a Galois connection be-
tween (C, C) and (A, C) and a function f € C — C, the best abstraction
of fisxofory.
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3.3.2 Intervals As an Abstraction of Values

Our abstraction for environments represents directly sets of integers, and
as such is still incomputable. An abstraction that solves this issue is to
represent sets of integers as intervals. Same as environments, intervals
are definable as posets. We define the (already introduced) interval
abstract domain as a poset (J, gf) and provide an extensive definition of
its properties in Definition 7.

Definition 7 (Interval Domain). We define an interval as a tuple of values
belonging to integers, with the additional values representing negative
and positive infinities. Furthermore, to represent non-defined computa-
tions, a | 5 is added as a special interval, representing the infimum, the
smallest possible value. We also leverage infinities so that we can have a
supremum, the order-wise biggest possible value.

I={Lu|l€eZU{—oc0},u € ZU{+oo}}U{Lg}

{[1,u] — 1<u
{1, u]
1y

Ji =19 = true
1 CF 95 11 < T IAT u < Jou = true

false
[—00; +00]
— ~
[—o0; —1] [1; +o0]
. [~1;1] 3
. P - »
R [—1;0] [0;1]
BN 7 ~ ~ N
[—1;-1] [0;0] (1;1]
1y

FIGURE 3.1: Hasse diagram for the Interval domain. Continuous lines connect from the
bottom to the top elements having a gf’* relationship.

In Figure 3.1 we show what ‘bigger’ and ‘smaller’ mean in the order
sense: reading from the bottom to top of the diagram, continuous lines
represent the holding of the partial order relationship gf.

To close the definition of our interval domain, we define the GC
between Z and J.

Definition 8 (Galois Connection of Z and J).
P(Z) — J
g o — 1y

S — [min§, max$]



32

STATIC ANALYSIS BY ABSTRACT INTERPRETATION

J— P(Z)
Y3 1y — %)
Lu — {zeZ|l<z<u}

We now define our environments in terms of intervals.

Definition 9 (Abstract Environments). By point-wise lifting of (J, C;) we
can obtain an abstract environment:

(V=73,54)
that is an abstraction w.r.t. all the previous definition of environments.

Definition 10 (GC of Environments and Abstract Environments). Galois
connections allow for composition. As such, we define our relation from
concrete environments to abstract environments by composition of GCs.
Given the GCs:

(P(V = 2),C) £ (V — P(2),C)
and

(V = P(2), ) 25 (V59,54

Xz
by composition we define:
(P(V = 2),C) =—= (V53,)
Xiox

that is the GC between concrete and abstract environments.

3.3.3 Abstract Booleans

Our language uses Boolean values to represent the results of comparison
operations. The interval abstraction for values introduced above might
lead to unsound comparisons (i.e., the result of a comparison can be both
True and False), as will be shown in Example 3 if boolean operations
are left as they are defined in the concrete, and we ought to address this
issue. We address the issue by abstracting the evaluation from Booleans
to evaluations to sets of Booleans. We define our abstraction of Booleans
as a poset (B#, Qg#):

Definition 11 (Abstract Booleans).

Tg# ={True, False}
J_]B# =J

B# = {True} U {False} U Ly U Tpx
]]3%71‘7£ =l = true

#
Bf& C#]B%f B = Tpx = true
- BY =B — true

false

The set {True, False}, T+ as a shorthand, represents the result of
boolean computations that can be either True or False. Boolean com-
putations can never be undefined, but |y is still added so that we can
exploit the properties of complete lattices.
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Example 3. Given a = [1,5],b = [0, 6], a < b, what is the result of the
comparison? For example, we can state that a < b holds true if every
element in the concretization of a is smaller or equal to any element in
the concretization of b. In logic notation:

a<b < Y(levyi(a),rcyi(b),1<r (3.22)

Conversely, we can apply the same principle for the negated comparison.
In this example, neither is applicable: picking the value 1 from a, and
value 0 from b, 1 < 0 is false. This happens because we are evaluating
a set of potential comparisons; hence, we must cover the case of uncer-
tain results. This abstraction of Booleans allows us to express that the
inequality of this example can evaluate to either True or False, whilst
still allowing us to express comparisons like in Equation (3.22).

The representation as Hasse diagram for the abstract Boolean domain
is shown in Figure 3.2.

TIB#
— ™~
{False} {True}

Lp#
FIGURE 3.2: Hasse diagram for the abstract boolean domain.

To close the definition of our abstract Booleans, we define their
abstraction and concretization functions in terms of a trivial Galois con-
nection.

Definition 12.

B— B#*
g — Lla#
{beBl— {b}

{True, False} - Tpz

Ap#

B# — B
1lg— %)
YB#
lmen - (b)

Tge — {True,False}

3.3.4 Interval-based Abstract Operators

ARITHMETIC Performing arithmetic on intervals requires more nuance
compared to performing the same operations on integer values. For-
tunately, we can exploit ‘shortcuts’ provided by the property of Galois
connection introduced in Property 2:
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3.3.5

Definition 13. Let [l;,u;] and [l,, us] be two non-empty intervals and
fz a function (Z x Z) — 7Z. We compute the best abstraction for the
operation between the posets of type Z with:

a(fz (v (L1, wil), v([l2, u2l)))
=a(S)

=[min(S), max(S)]

where S = {f(x,y) [ 1 <x <uy, lz <y < ugh

In this low-level interval arithmetic approach, operations concerning
14 always return 1. While these computations are undefined, this
behavior and similar ones, such as division by zero, will be caught by the
interpreter.

Using Definition 13, we define the operators needed for the arith-
metic in SlobSinopie: division /5, multiplication x4, addition 4, and
subtraction —j.

COMPARISON

Definition 14. Let [l;,u,] and [l5, us] be two non-empty intervals, and
fp a function (Z x Z) — B. We compute the best abstraction for the
operation between the posets of type Z with:

o(fp (v (L1, wal), v([l2, uzl)))
=«a(B)
:l—,IB# (B)

where B = {fg(x,y) | 11 <x <uq,ly <y < uglh
Operations concerning g are Lps.

Using Definition 14, we define the operators needed for the com-
parisons operations defined in S1obSinopie: smaller, <5, equals =5,
smaller or equal <.

REcAP To produce a computable abstraction of our target language, we
have so far introduced means of abstracting numerical values and their
relative arithmetic, abstraction for Booleans, and abstraction of program
environments. What we will introduce next are: (i) the fixpoint operator
fix, necessary for computing (potentially) recursive function definitions
and loops alike, (ii) the filter operator, used to narrow the state space in
conditional statements, obtaining more precise analyses with little cost,
and (iii) our abstract computable semantics.

Abstract Semantics of S1obSinopie

It is now time to introduce the abstract semantics for our language. As
an abstract construct, this type of semantics allows us to reason about
multiple possible evaluations. We can leverage the already introduced
abstraction for environment and values to define abstractions of the
structures we introduced previously.



INTRODUCING ABSTRACTIONS 35

Definition 15. An abstract variable environment & of type M# is defined
as a mapping from variables to values abstracted as intervals. Formally,
M# .V — 3.

We abstract potential errors as sets of type £# and define the semantic
domain for our evaluation function ¢#,

Definition 16. The evaluation function ¢#[.] evaluates the input tuple
of type (P x M# x F) to an abstract output of type (J x E#). With respect
to Definition 3, the domain of intervals already contains the | value
(indicating non-termination), so it is left out in this definition. E#[L.]

corresponds to the transition relation L

We also define a new semantic domain for the boolean evaluation
function ¢#[.].

Definition 17. The boolean evaluation function ¢#[.] evaluates the
input tuple of type (P x M# x ) to an abstract output or non-output of
type B# U £7#.

3.3.6 Abstract Semantics of Simple Expressions

const [Jo¢ =¥ (3.23)

(2,5,0) == 9,0

Equation (3.23) is the function that evaluates constant numerical expres-
sions. This function can never generate an error, so we return the empty
set together with the interval abstraction of the singleton containing the
constant value z.

lookup o) =¥ (3.24)

x,8,0) == 9,0

Equation (3.24) evaluates variable expressions. It performs a lookup on
the variable environment 0, retrieving and returning the value associated
with the identifier. Again, this function can never fail, and the empty
set is returned as the right hand side part of the tuple together with the
value corresponding to variable x.

3.3.7 Abstract Semantics of Operations Between Expressions

[el]Gd =v1,fl [e2]Gdp = v2, 2

vl € yi(vl),vr € yi(v2) : vl =v2
eq-true VL€ yilv),vr € vi(v2) ;v hd (3.25)

(el = e2,0,d) SN True, f1U 2

[e1]Gp =vi, 1 [e2]Gdp = v2, f2

Yl € yi(vl),vr € yi(v2) : vl 2
eq-false VL€ vilvl),vr € vi(v2) :v1 £ v (3.26)

(el = €2,5,d) == False, flUf2

16 =v1,fl  [e2]6d = v2, f2
eq-uncertain [e1]5 = v [e2]5 = v (3.27)

(el = 2,6,d) == Tp:, flU2

Equations (3.25) to (3.27) describes how to perform abstract equality
comparisons between two expressions. These abstract semantics were
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mechanically derived using the best abstraction property of GCs. After
evaluating the two expressions to abstract values and capturing the poten-
tial failures in f1 and 2, all the concretized abstract values are compared
for equality, returning True or False accordingly. These semantics, as
described in their naive instance, are correct, but we can optimize for per-
formance. For example, it is obvious in Equation (3.25) that an abstract
equality comparison in a non-relational domain, such as the domain inter-
val, can never be True unless the concretized intervals can concretize into
two equal singletons (i.e., [1;1] and [1; 1]). Whereas, in Equation (3.26),
we can assert by a trivial intuition that, if the intersection y;(v1) Ny;(v2)
is empty, the values can never be equal. Formally:

0, ,_ — False
vi(vl) Nyi(v2),cl,e2 < yi(vl),1,1 — True

— TIBu

where c1 and c2 are the cardinalities of y;(v1) and y;(v2) respectively.
With this insight, we rewrite the optimized versions of the mechanically
derived Equations (3.25) and (3.26), with Equation (3.27) remaining
the same.

[el]6d =vi,f1 [e2]Gdp = v2, f2
card (vi(v1)) =1 card (yi(v2)) =1 vi(vl) =7vyi(v2)

eq-true ~ ~
(el = e2,5,9) == True,flUf2

~ o (3.28)
[el]op =vi,f1  [e2]o¢p = v2, {2

eq-false vivl) Nyifv2) =0 (3.29)

(el = €2,3,¢) == False,f1U f2
We prove the two approaches are equivalent and, therefore, the
correctness of the shortcut in Section 3.3.7.

Proof. Let q, b €1, and let the concrete equality be:
==: P(Z) x P(Z) — {true, false}
defined for singleton elements as:

X =y —> true
X::y:
x #1y — false

The best correct abstraction of equality, by the best abstraction property
of Galois connection, is:

a=="b=a{x==y|x€v(a),y €vy(b)}

* If y(a) = y(b) = {c}, then the set of comparisons is {c == c} =
(true), hence a ==! b =% true

* If y(a) Ny(b) = 0, then for all x € y(a),y € y(b), x # y, hence
x ==y = false, and so the result is {false}, and a == b £ false



* Otherwise, there exist x € y(a),y € y(b) such that x = y, and
others such that x # y, so the result set is {true, false}, and thus
a==tp =% Tat

This matches exactly the proposed shortcut definition. Therefore, the
shortcut is equivalent to the best correct abstraction of concrete equality
as defined by the best abstraction property of Galois Connections. [

[el]6d =vi,f1 [e2]Gdp = v2, f2
Yl € yi(vl),vr € yi(v2) : vl < v2

leg-true vi(vi) ﬂyl( ) —— (3.30)
(el <e2,0,¢) = True, flUT2

[el]6d =v1,f1  [e2]Gd = v2, 2

Yl € vi(vl),vr € yi(v2) : vl > v2
leg-false VL€ vilvl),vr € vi(v2) ;v v (3.31D)

(el < e2,0,¢) RN False, f1 U 2

el]6p =vi,fl [e2]o¢ =2, f2
leq-false [e1]54 E [5¢ —— (3.32)
(el < e2,0,¢) = Tp:,T1UT2

Equations (3.30) to (3.32) describe how the less-or-equal comparisons
between two expressions are performed. Similarly to the equality com-
parison, after evaluating them to values, the values are compared and
True, False, or Ty are returned accordingly. Similarly to the equality
semantics, this comparison also enjoys a shortcut solution. For instance,

Interval B

Interval A

1 2 3 4 5 6 7 8 9 10 ™

FIGURE 3.3: Visualization of two disjoint integer intervals on a number line.

consider the interval visualization in Figure 3.3. Interval A and B are
disjoint, and, intuitively, B is always greater than A. We can express this
in terms of maximum and minimums of A and B:

Amin < Bmin AA.max < B.max — True
A <B< Amin > B.min AA.max > B.max — False

— TIBﬁ
conversely, for the ‘greater than’ comparison:

A.min > B.min A Amax > B.max — True
A >B{Amin < Bmin A Amax < B.max — False

— TBﬁ

In light of this, we rewrite the optimized semantics of the less or equal
comparison, such that enumeration of the concretization of abstract
values is avoided, and write the greater than comparison in an already
optimized form.
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[e1]6 = vi,f1 [e2]od = v2, 2

<
leq-true vlmin < v2.min Avl.max < v2.max (3.33)

(el <e2,0,¢) N True, f1 U f2

[el]6p = vi,f1 [e2]6d = v2, 2
vl.min > v2.min Avl.max > v2.max (3.34)

(el < e2,5,4) == False, flUf2

[e1]6¢p = vi,f1 [e2]op = v2, 2
vl.min > v2.min Avl.max > v2.max (3.35)

(el >e2,0,d) £ True, f1U 2

[e1]6¢p = vi,f1 [e2]6d = v2, 2

gt-true vl.min < v2. mln/\vl max < v2.max (3.36)

(el > e2,0,d) N False,fluf2
el]op =vi,fl  [e2]od = v2, 2
gt-false [e1]5¢ =v ﬁ[[ IGK Av — (3.37)
(el >e2,0,0) = Tg:,f1LUT2

leq-false

gt-false

1 =vi,fl [e2 —v2,f2 vi+iv2=v3
[[e Jop =v [e2]od 2 Av + v (3.38)
(el +€2,0,¢) = v3,fl U f2
el]6p =vi,fl [e2]op =v2,f2 vi—fv2=v3
[e1]o¢ [e2]o¢ (3.39)

(el - €2,0,d) N \73,1°A1UfA2

| [e1]50 =v1,fl [e2]Gp =v2,f2 visfv2=v3 (3.40)
mu .
(el *e2,0,d) N v3,f1U f2

Equations (3.38) to (3.40) describe how the abstract operations of ad-
dition, subtraction and multiplication between expressions are handled.
Same as their concrete counterparts, in these operations the expressions
of the operands are first reduced to abstract values and then the abstract
operators (+¢, —, «¥) are applied to the reductions. Again, since these
operations do not contemplate failure, they are handled in a single case.

1J6¢ =vi,fl [e2]6¢p =v2,f2 vi(v2) ={0
i [eljop =v1,f1 [e ]]UCPA vA, vi(v2) = {0} 3.41)
(el /e2,0,d) N 14,f1Uf2U{DIVBYZERO}

[e1]6d = vi, f1 ﬂe2ﬂ8¢ =v2,f2 vi/A2=v3 0¢€yi(v2)

div
(el /e2,0,0) N v3,f1 U f2 U{DIVBYZERO}
(3.42)

div

[el]Gd =v1,fl [e2]Gdp =v2,f2 vi/v2=v3 0¢vyi(v2)
(el /e2,5,¢) == v3

-
=
C
)

(3.43)

Equations (3.41) to (3.43) cover the cases of abstract division. Equa-

tion (3.41) covers the ‘certain’ division by zero and propagates other possi-

ble errors from the abstract evaluations of el and e2. Equation (3.42) cov-

ers the case of the possible, maybe, division by zero, and Equation (3.43)
covers the cases of division where having 0 as a divisor is not possible.
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3.3.8 Abstract Semantics of Complex Expressions

let-func d)[f%p,EJ] — d)/ HEZ]]a'd)/ :G,f (3.44)

(let fp=el in e2,0,0) N v2,f

p=nil [el]6p =vi,fl Gf<vil=0" [e2]6"dp =v2,f2

let-const
(let fp=el in e2,0,¢) £ \;\2,1?1UfA2
(3.45)
The semantics in Equations (3.44) and (3.45) are the abstract coun-
terpart of our let-style expressions. They are almost identical to their
concrete counterpart, and, therefore, need no further explanations.

d(f) =n,e Ax.[x]op =1
ni ¥ (pi) [ni € n,pi € py =0/, f1
SANG! Gl AU A1f§
application 0P =05" [efo i) Y\ (3.46)
fp,o,d) RN v, fluUf2

Equation (3.46) describes the abstract semantics of function application.
It is very close to its concrete counterpart, except for the part related to
the propagation of possible errors.

G = True, f1  [el]Gd =79, f2
if-true [cJo® Tue, [e1]od =, (3.47)

(if cthen el else €2,5,¢) == 9,flUf

b = False, f1 [e2]od =9,
if-false [[Cﬂcd) arse, [[e ]]GCb Y (3.48)

(if cthen el else e2,0,¢) N v, fluf

[c]5d = T, f1
filter(c,0) = 0 filter(—c,0) = 0y

[el]Gedp =vi,f2 [e2]Grd = v2, f2
if-both

(if cthen el else e2,0,d) == vil;v2, flUf2Uf3
(3.49)

Equations (3.47) and (3.48) cover the i f-then-else. Specifically,
they cover the cases in which the condition of the conditional statement
can evaluate only to True and False, respectively. Besides the prop-
agation of possible failures, it does not differ much from its concrete
counterpart. Instead, the uncertain version in Equation (3.49) applies an
assumption to the abstract environment via the filter auxiliary function
(we will introduce filter in the following paragraph). In one case, it
applies the condition that evaluates as True (i.e., filter(c, 0)), producing
all possible environments in which the evaluation of the then branch
happens. Conversely, we produce another abstract environment by ap-
plying filter to the negated condition. The results and errors from the
evaluations of the branches are then joined by the interval join operator
LJ;, joining errors as well. The join operator is one of the core elements
that allow analyses based on abstract interpretation to scale, as it allows
for the ‘collapse’ of the results of flow joins into a single flow, such as the
results of if-then-else computations.
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Definition 18 (Interval Join Operator). Let J be the domain of intervals
with bottom. We define the join operator Ly : I x J — J as follows:

y ifx=_1
xUgy=4x ify=_1

[min(a;, az), max(by,bz)] if x = [a1,bi1], y = [az, bs]

That is:

* The join of any interval with 15 (empty interval) yields the interval
itself.

* The join of two defined intervals is the smallest interval containing
both.

This operator is the least upper bound of the interval lattice. As such,

it is:

e Commutative: x Ll y =y g x

* Associative: (x Ly y) s z=xLly (y Ug 2)

* Idempotent: x Ly x = x

* Monotonic: x Cg x Lyyandy Ty x Ly

3.3.9 Filter(c,0)

The filter() auxiliary function is, intuitively, a function that, given a
condition ¢, (i.e., x > 5) and an environment o, produces a ¢’ where
the condition is always either True or Ty, in cases where there is no
certainty (i.e., comparison between two variables). This function aims
to improve the precision of the analysis potentially significantly, adding
little computational cost. Consider the following environment, condition,
and negation of condition:

c=x>5 —c=x<b

At the intuitive level, what filter() would do by applying c and —c is
producing the following environments:

filter(c,0) = oy =[ x — [6;10],

filter(—c,o0) = o =[ x — [0;5],
y — [1;15] ]

How it manages to do so is by performing the meet of two environments:
one is ‘implicit’ (the condition), and one is explicit. The meet M (intersec-
tion in sets) is the dual operator of the join operator, and it computes the
greatest lower bound.

Definition 19 (Meet of Intervals). Let two intervals be defined as:
I; =[ai, bil, I =laz, by

Then their meet 1M; is defined as:



[max(aj, az), min(by, b2)] if max(a;, az) < min(by, by)

LMl =
1g otherwise
01 = {X — [1) 5]1 U — [2)6]}
O2 = {X — [Sa 7]1 U — [4)8]}
o1 Noz ={x—[3,5], ywr~I[4,6]}
Meets of the variables in o; and oy
o1 (x)
o2(x)

01 (x) A 0z(x)

o1(y)
o2(y)
o1(y) N o2(y)

o 1 2 3 4 5 6 7 8 9

The meet, as we did with the join, can be point-wise lifted to I'; so
that it operates on environments. It is now a matter of finding a way to
transform a condition into an environment. We preface this explanation
by stating that two environments are ‘compatible’ (i.e., can be met, joined,
or widened) with each other as long as they track knowledge of the same
set of variables. With this clarified, let us consider an environment o with
just x as variable:

o =[x = [0; +o0]]

An alternative representation, more suited for this explanation, is an
environment with variable x satisfying x > 0. In this representation, a
condition c can be treated as a constraint on the abstract environment ¢’
having the same variables as o, but with no prior knowledge besides the
one provided by c.

Example 4 (Conditions as Environments). Given the following environ-
ment, condition, and negated condition:

o=[ x—[0;10],
y — [4;20],
z— [6;66] ]

c=x>5 c=%x<b
We define the environment described by c as the environment with
no bounds on y,z and x with an inferior bound only:

o=[ x—[6;+00],

y— Ty,

z— Ty ]

INTRODUCING ABSTRACTIONS
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and, conversely, the environment described by —c as:

G:[ X = [_00)5]7
y— Ty,

Z_>Tj ]

Following the sketch in Example 4, it should now be clear how filter
is just the point-wise lifted meet operator '; on environments applied to
an abstract environment ¢ and an implicit abstract environment with its
bounds described by a condition c. We now address, before formalizing
filter, how filter should behave when variable-to-variable conditions
are concerned (i.e., x > y).

Example 5 (Variable-to-Variable filtering). Consider the environment o,
condition c and its negation —c:

o=[ x—1[0;10],
y — [4;20],
z— [6;66] ]

c=x>Yy —“c=x<Yy

The desired behavior is to obtain a o’ such that the evaluation of x > y
is either True or Ty:. Conversely, we want a ¢’ such that x <* y is either
True or Tps. The variables that this operation impacts are obviously x
and y.

Let our goal G be {True, Ty:}, and our starting variable x, and its
comparison target y and an abstract comparison function f with seman-
tics defined in Equations (3.35) to (3.37) (semantics of greater than). We
obtain a ¢’ such that the result of the comparison is in G by the following
means:

o' =olx = ai({v <= f(xi(v),y) € G|v € vi(x)})]

that in this example produces:

o' =[ x—[5;10],
y — [4;20],
z— [6;66] |
But this yet only impacts variable x of the abstract environment. We

perform so the same operations but considering this time the newly
produced o’ and the inverted comparison y <* x.

"

o’ =0'ly = ail{v <= flai(v),x) € G|v e vyi(y)})]
that produces:
o' =[ x—[5;10],

y — [4;,9],

z — [6;66] ]

In this specific example though, applying these steps to —c does not help
in reducing the size of the abstract environment.
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Now that we have provided the reader with the intuition of how
filter() works, we introduce a more general theory, first by example, and
then we generalize it.

Example 6. Let the environment o, and condition c be:

o=[ x—1[0;10],
y— 47 ]

c=x>Yy

and evaluation goal G be {True, Tg:}. Our evaluation result is in G when
x is certain to be greater than y and when it is uncertain. We obtain
the ‘uncertain’ sub-interval of x by x,, = xN; y, we obtain the remaining
left side of x by x; = [x.inf; pred(x,,.inf)] and, conversely, the right side
Xy = [succ(xi.sup); x.sup]. Visualized (the dots indicate that the value
is included in the interval):

Splitting of x
x . o
y o—_ 5
Xu -

X1

| | | | | | | | | | |
o 1 2 3 4 5 6 7 8 9 10
From this view, it is clear that x; and x, tell us the values for which
x is sure to be greater or lower than vy, that x,, tells us the uncertainty
region, and corresponds as well to the potential equality region.

Definition 20 (Theory of filter()). Let o be an abstract environment
with variables x and y. Let ¢ be a condition. The primitive that allows for
filter() to happen is the complement of two intervals, defined as:

axil<r|levyi(x),r€v;y ,
compxy = i{ | Yilx) vi(y)} (3.50)

il >r|levyi(x),r €vily)}
Intuitively, the left complement of two intervals represents the relation
x <y, conversely the right complement represents x > y, and the meet
of two intervals represents the relation x = y. In order to represent
the < or > relations one must consider the meet of the two underlying
intervals and either the left or right complement.

3.3.10 Addressing Non-termination

One limitation of the abstract semantics that we just laid out is that ter-
mination is not guaranteed. While this is normal for expressive program-
ming languages (i.e., some programs need to run forever, for instance),
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3.3.11

this is not desirable for semantics oriented to static analysis, as we are
interested in having analysis results in finite time. So far, we have never
employed in our semantics the tool and the operators that make this
possible: a fixpoint algorithm paired with the right widening operator(s).
Informally, widening operators are operators performing extrapolations.
We start our journey in understanding how to enforce convergence in the
analysis by first explaining the most basic widening operators needed.
Then, in Section 3.3.11 we explain how fixpoint algorithms operate.

Definition 21 (Interval Widening Operator). Let J be the abstract domain
of intervals with bottom, as defined previously. The widening operator
V :J x J — Jis used to ensure termination of fix point computations in
the presence of potentially infinite ascending chains (e.g., due to loops
or recursion).
Given two intervals x = [a, b;] and y = [az, bo], their widening is
defined as:
€ ifx=1
xVy =< x ify=1
[a’,b’] otherwise

where:

ax if Qs > az bl if bg < bl

a = ) and b’ = _
—oo otherwise oo otherwise

This operator is designed to detect and generalize growth on both upper
and lower bound:

e If the lower bound decreases (i.e., ay < ai), it is widened to —oo.
* If the upper bound increases (i.e., by > by), it is widened to +oo.
* Otherwise, the original bound is preserved.

Intuitively, the widening operator V is an over-approximation of
the union of x and y. Widening is typically used during abstract inter-
pretation to accelerate convergence when computing least fixed points,
especially in loops where interval bounds might not stabilize by just
applying an upper bound operator. It is also a mandatory operator to
guarantee convergence of analysis when working with lattices of infinite
height, such as the interval lattice.

Definition 22 (Environment Widening Operator). Let V be the widening
operator for intervals. The widening operator for environments can be
defined as V by point-wise lifting of the J poset to V-J, obtaining
V : V579 x V5 — V7. We use this operator to ensure that the
recurrent calls to the abstract interpreter (i.e., tuples of expressions and
pre-conditions) to be evaluated are always growing, so that convergence

of analysis can be enforced.

Fixpoint Algorithms for Big-step Interpreters

Big-step abstract interpreters elegantly mirror big-step semantics, but
naively written ones will diverge on potentially diverging programs, un-
like their small-step counterparts, which operate over finite transition
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systems and have built-in loop detection capabilities (i.e., small-step
interpreters usually work on explicit control-flow graphs as opposed to
proceeding by induction on the syntax). We must therefore adopt more
sophisticated algorithms for fixed-point iteration that ensure termination
by construction when we are dealing with big-step abstract interpreta-
tion. The foundational work regarding fix-point algorithms for big-step
abstract interpreters is described in [Sch95]. More modern approaches
to computing fix points have been studied more recently, where big-step
interpreters have been more of interest ([KEH23; Bod+19; Dar+17;
WCR19; KE19]). We describe how fix-point algorithms for big-step
interpreters work by borrowing some examples from [KEH23], which
extends the foundational work in [Sch95], and combine it with chaotic
iteration [Bou93]. These algorithms need to satisfy the following three
properties to ensure termination (convergence) of the analysis:
(i) ability to detect recurrent calls;
(i) ability to enforce recurrence in all potentially infinite call chains;
(iii) ability to be able to converge the result iteration process in a finite
number of steps.

Before diving into the nuances of how this family of fixed-point algo-
rithms works, we first define what a call is in this context. A call refers
to a call to the interpreter, and it is an evaluation of a given program
expression under a given precondition. In the case of SlobSinopie, a call
is an evaluation of an expression e under a variable environment o and
function store ¢.

Three Termination Conditions

Consider the function fact, the factorial function. The actions we should

let fact n =
if n = 0 then 1
else if n = 1 then 1
else n * fact (n - 1)

take when analyzing such a function, one that features recursion, are
fundamentally the following three:

1. Cutting off recurrent calls. Whenever the interpreter encounters a
call whose syntactic position and abstract environment have already
appeared on the current derivation branch, evaluation must stop
expanding that branch and treat the result of the call as a (yet-
to-be-determined) unknown, a 1 value. Otherwise, even simple
programs such as the interval analysis of fact would diverge.

2. Forcing recurrence in every infinite chain. Merely cutting off
exact repeats is not enough. The abstract arguments in the environ-
ment or state can grow strictly (e.g. [—oo0,—2] C [—o0,—1] C --- in
the negative factorial example), preventing any exact repetition.
The algorithm must therefore widen arguments so that every po-
tentially infinite call chain eventually hits a recurrent node. This
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3.3.13

[KEH23] Keidel et al., “Combinator-Based
Fixpoint Algorithms for Big-Step Abstract

Interpreters”

3.3.14
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argument widening is based on the V operator. What it does, intu-
itively, is leverage information about the biggest environment under
which an expression has been evaluated and, if such an expression
is evaluated again, widen the known one accordingly. If the invo-
cation’s environment is smaller than the known one, the known
environment is returned as-is so that smaller environments are not
used for evaluation more than once.

3. Bounding per-node iteration. After identifying recurrent nodes,
their associated abstract equations are solved by iteration. To avoid
non-termination in infinite ascending chains (e.g. [1,1] C [1,2] C
...), each equation must be iterated only a finite number of times,
typically enforced by a result widening (i.e., an imperative language
will implement a state-based widening, a functional language will
widen a value-based one). This result widening corresponds, in our
example language, to the previously defined V operator.

The widening of arguments and result must over-approximate the join
operator and accelerate convergence (they eventually stabilize each
ascending chain).

Global Termination Guarantee

Theorem 2 (Termination of Big-Step Fixpoint Algorithms). Let every
semantic rule have finite branching degree. This is standard for conventional
big-step evaluation rules of programming languages. If a fix-point algorithm
satisfies Conditions 3.3.12 1-3, then its evaluation tree is finite; hence the
algorithm terminates.

Proof sketch. C1 and C2 jointly ensure that every branch of the derivation
tree is finite: either it ends in a base value, or it is cut at a recurrent
node introduced by argument widening. C3 bounds the number of
iterations performed at each node. With finite branching, Kénig’s lemma
yields a finite tree, so the algorithm terminates. A full proof is given
by [KEH23]. O

Running Examples

Consider again the function fact.

let fact n =
if n = 0 then 1
else if n =1 then 1
else n * fact (n - 1)

We are interested in performing the interval (value) analysis of
fact ([0;+00]), which is the evaluation of the body of fact under envi-
ronment 0 = [n — [0; +oo]]. The first recurrent call detected is

{m+ [0,00]], fact(n)) and ([n+ [0, 00]], fact(n))

and the algorithm cuts the self-loop (satisfying C1). If the argument
interval were to shrink strictly, the stack-widening operator Vg, lifts
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3.4

AN APPETIZER ON ANALYZING SLOBSINOPIE PROGRAMS

it back to the earlier interval, ensuring recurrence (C2). The resulting
equation X = [1,1] U (X + [1,1]) (with the first [1;1] coming from the
interval join of the results of i f-then and else-if branches) is then
iterated with value widening V so that X stabilizes after finitely many
steps (C3).

Definition 23 (Argument widening). Let p : R be a stack function map-
ping expressions e € E and environments ¢ € ¥ under which they are
evaluated. We define the lookups on such function as:

o if{e< olep
ple) = )
1 otherwise

Each time a (potentially diverging) expression is evaluated, the envi-
ronment corresponding to p(e) is widened with o, producing a new
environment o’ = p(e)Vo and a new widened stack, p’ = ple + o’}
This operator is defined as Vg, formally:

Vstack : RX (EXx XZ) - Rx (Ex X)

P, (e, 0) if ple) # LA o E ple)
P Vsiack (€,0) < ple « 0’], (e,0") ifp(e) # L Ao ple)

ple < ol,(e,0) otherwise

where ¢’ = p(e)Vo

Summary

Section 3.3.11 distilled the essence of Section 2.1 of [KEH23]: termina-
tion for big-step abstract interpretation hinges on (i) identifying recurring
control points, (ii) guaranteeing their existence via widening, and (iii)
limiting fixpoint iterations for any given control point. The next section
builds on these foundations to present a practical terminating analysis
that realizes the three conditions by iterating over strongly-connected
sub-graphs of the dynamically discovered graph of calls to the inter-
preter.

AN APPETIZER ON ANALYZING SLOBSINOPIE PROGRAMS

With the abstract semantics from Section 3.3.5 and the recipe to build
fix-point algorithms from Section 3.3.11, we can now make an abstract
interpreter capable of working with loops and recursion. As can be
deduced from the abstract semantics, we can be interested in proving
what range of values S1lobSinopie programs return. We may also be
interested in proving that a given program is free from errors. This
category, in our toy example, is represented by the division by zero error.

As an example, consider the program in Listing 3.4. Let’s pretend for
a moment that we allow an input () construct in our syntax. Intuitively,
the program accepts an input, passed to the function f as the divisor
(dvr) parameter. By doing so, we can emulate non-determinism; this,
of course, allows for arbitrary numbers to act as a divisor, including the
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3Special thanks to Dr. Sven Keidel for the
fruitful conversation on the topic and in
helping better address the issue.

[KEH23] Keidel et al., “Combinator-Based
Fixpoint Algorithms for Big-Step Abstract
Interpreters”

3.5

let f dvd dvr =
dvd / dvr in
£ 10 input ()

Listing 3.4: Example program that may yield an error.

‘culprit’ 0. In Figure 3.4, we follow a simple intuition on how a naive
(non-terminating) abstract interpreter may analyze this toy example,
which we call P. The formal parameter of the declaration is called p as a
shorthand, same as the expression, called el, whereas f 10 input ()
is called e2.

eval®(py, o1, (P))

evald{p;, 01, (let f p = el))
14 {p2, 01) where p; = py[f < p, el

eval®(p,, 01, (e2))
eval®(ps, 02, (el)) where 05 = {dvr — [—o0;+00]; dvd — [10;10]}

I¢ (T,{DIVBYZERO})

lJ¢ (T,{DIVBYZERO})

¢ (T,{DIVBYZERO})

© N U AW N

FIGURE 3.4: Trace of the abstract interpreter analyzing the program in Listing 3.4.

In Figure 3.4, we call eval® the calls to the expression interpreter and
eval? the calls to the interpreter of declarations, each with its own |} that
represents the termination of a given call to the interpreter. The evalua-
tion that generates the error is clearly eval®{ps, 03, (el)), corresponding
to [10; 10]/[—o0; +o0]. We propagate both the result T and the error to
the outer evaluations: the first for the call corresponding to expression
e2 and then to the evaluation of the program P. This brief and intuitive
example, together with the semantics described earlier in Section 3.3.5,
allows one to grasp the essence of this kind of analysis, which can be
easily augmented by lifting the error type to a tuple containing the error
itself and the expression it was generated by. By this intuition, we can
correctly infer that the analysis of an error-free program will have a
value on the left-hand side of the result tuple and an empty set on the
right-hand side. For this reason, from now on, we will refer to such tuples
as if they were values.

ANALYSIS OF sLOBSINOPIE PROGRAMS

To perform the analysis of S1obSinopie programs, we first need an
interpreter. We have already defined the semantics of our language,
so those should act as a reference for how the interpreter operates. In
Listing 3.5 we sketch our abstract interpreter in pseudo-OCaml, whereas
in Listing 3.1 we provide a sketch of how the function fix, corresponding
to the fixpoint algorithm described previously, works. This algorithm is a
slightly revised version® of the monolithic fixpoint algorithm presented
in [KEH23]. Regarding Listing 3.1, we preserve the original notation
in pseudo-Haskell as opposed to writing in pseudo-OCaml. As can be
observed from the code examples, the abstract interpreter eval mutu-
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let binop env 1 r f funcs stack cache =

let vall, c', scgl = fix (env,1l) funcs stack cache in
let valr, c'', scgr = fix (env,r) funcs stack c' in
let vals = f vall valr env in

(valr, c'', Set.union scgl scgr)

let app env f p funcs stack cache =
let pars, fb = Map.lookup funcs f in

(*compute fixpoints for all parameters p,
then bind to pars and make env'x)
let env' = ... in

fix (env', fb) funcs stack cache
let decl d env funcs = ...

let rec eval (env,expr as call) funcs stack cache =

match expr with

| Decl (el,e2) —>
let env', funcs' = decl el env funcs in
eval (env', e2) funcs' stack cache
Add (1,r) -> binop env 1 r Maths.add funcs stack cache
Div (l1,r) -=> binop env 1 r Maths.div funcs stack cache
App (f,p) -> app env f p funcs stack cache

Listing 3.5: Sketch of a big-step abstract interpreter.

ally recursively calls fix. In this implementation, eval is required to
reason only about the semantics and is relieved of any reasoning about
detecting, cutting, and iterating on recursive calls to the interpreter. Such
functionalities are embedded in fix (detection, cutting of recursion)
and iterate (iteration). fix does also discriminate between surely
non-recursive expressions (i.e. addition Add) and potentially recursive
ones (i.e., function application app).

Now that we have introduced these two fundamental components, we
can finally show how an abstract interpreter would handle the analysis
of more interesting programs, possibly with interesting inputs as well.

In Figure 3.5 we show the analysis of a call to fib under abstract
environment {x — [1; co]}, in short £ib [1; co]. In order to show how the
algorithm operates, there are arrows in the trace, with J representing a
return, 4~ an iteration, and L a call. For example, L (c, p, k) represents
a call to the interpreter for call ¢, with stack p and cache k. J (v, k, 0)
represents a return from a call to the interpreter with value v, cache «, and
SCG 0. At times, along the trace, the return value v is shown in terms of
expressions that evaluate into intervals. In the beginning, the algorithm
explores the recursive calls of the fib function until it hits the recurrent
calls (lines 2, 4, and 5 in Figure 3.5). In these cases, the algorithm
returns | to avoid non-termination and adds the call to the SCG (line 13
in Listing 3.1). Later, the algorithm returns to the call of £ib[0, co] (line 6
in Figure 3.5) and iterates because the call is in SCG set 0, and the result
interval has grown from L to [0,1] (lines 22 and 28 in Listing 3.1). The
following iteration propagates the new analysis result £ib[0, oo] — [0, 1]
throughout the inner SCG. After returning to call £ib[0, oo] (line 10 in
Figure 3.5), the result did not grow, and the algorithm returns to the
surrounding call fib[1, oo], removing call £ib[0, co] from the SCG set
(line 30 in Listing 3.1). Since the result for fib[1, co] has grown from
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Listing 3.1: Big-step fixpoint algorithm iterating on the innermost SCG

1 Stack = Map Expr — Env

2 Cache = Map Call — (Stable, Val)

3 | Funcs = Map String — (String List, Expr)

4 SCG = Set Call

5 Call = (Env, Expr)

6 Stable = Stable | Unstable

7

8 fix :: Call — Funcs — Stack — Cache — (Val, Cache, SCG)

9 fix call funcs stack cache =

10 | not (loopable call) = eval funcs call stack cache

11 | call¥ € cache && stab == Stable = (valC, cache, &)

12 | call¥ € cache && stab == Unstable = (valC, cache, {call"})
13 | call¥ ¢ cache && call” € stack" && sm = (L, cache, {call"})
14 | otherwise = iterate funcs call" stack" cache

15 where (stab, valC) = cache(call)

16 (stack", call) = stack VStack call

17 sm = stack == stack"

18

19 | iterate ::
20 | iterate call funcs stack cache; =

Call — Funcs — Stack — Cache —

(Val, Cache,

SCG)

21 let (valn, cacheg, scg) = eval call funcs stack cachej
22 in if call € scg

23 then let valg = if call € cachep then cacheg (call) else L
24 val” = valo Vval valn

25 stable = if val” C valo, && size scg == 1
26 then Stable else Unstable

27 caches = cacheg[call — (stable, val¥)]
28 in if vale C val¥

29 then iterate call funcs stack caches

30 else (val®, cachesg, scg \ {call})

31 else (valp, cachesz, scg)

32

33 | Vstack stack (envy, expr)

34 | expr € dom stack /A envy L envg = (stack, (envg, expr))
35 | expr € dom stack A envy [Z envy = (stack[expr — env"], (env", expr))
36 | otherwise = (stack[expr — envi], (envy, expr))

37 where envg = stack (expr)

38 env"” = envg VEnv envi

39

40 VEnv :: Env — Env — Env

41 Vval :: val — Val — Val

[KEH23] Keidel et al., “Combinator-Based
Fixpoint Algorithms for Big-Step Abstract
Interpreters”

[CC92] Cousot and Cousot, “Comparing
the Galois connection and widening/nar-
rowing approaches to abstract interpreta-
tion”

[Tar55] Tarski, “A lattice-theoretical fix-
point theorem and its applications.”

1 to [1, 1], the algorithm iterates again and propagates the new analysis
result £ib[1, co] — [1,1] throughout the outer SCG. After returning to
£ib|0, co] — [0, 1] (line 17 in Figure 3.5), the result has grown from [0, 1]
to [0, 2] and hence the algorithm widens the result to [0, co] (line 24 in
Listing 3.1). Since the result is greater after widening, the algorithm
iterates the call £ib[0, co] again until it does not grow anymore. Finally,
after one more iteration of call fib[1, o], the result [1, oo] does not grow
anymore (line 25 in Figure 3.5) and the algorithm sets the cache entry to
stable (line 25 in Listing 3.1). This algorithm we just explained iterates
on the strongly-connected subgraphs of the graph-shaped trace of the
calls to the abstract interpreter and satisfies the termination conditions
introduced in Section 3.3.12, and was introduced in [KEH23].

Soundness proof of Monolithic Fixpoint Algorithms. [CC92; Tar55]

Let eval? : D¥ — D* be an abstract interpreter and eval : D — D the
standard semantics of the concrete interpreter over the complete lattices
(D¥,C, ) and (D, C, ). Let y : D¥ — D be a monotone concretization

function such that:
Vx e DX e DEXxCy(R) = eval(x) C y(evalt(x))

A fixpoint algorithm for the abstract interpreter is sound if it yields a
post-fixpoint of eval?, i.e. an element p € D* with eval®(p) C P.
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1 let fib n =
2 if n = 0 then O
3 else if n = 1 then 1
4 else (fib (n - 1)) + (fib n - 2) in
5 fib x
1 L <fib[1,oo],p1,K1>
2 L <fib[1,00],p2,K]_> d <J_,K1,91>
3 |—> (flb[O,oo],pg, K]_)
4 L (fib[1,00], p3, k1) d (L, K1,01) Stacks
5 [N (fib[O,oo},pg,Kl) d <J_,K1,62>
6 J (lo,0Juf1,1]u (L + 1), k1,03) P11 =2,
7 lend (fib[O,oo],pz,K2> % iterate p2 = {fib[1,00]},
8 L (fib[1,00], p3, k2) < (L, k2,01) p3 = {fib[1, 0], fib[0, 0] }
9 L (fib[0, 0], p3, k2) 4 ([0,1], k2, 02)
10 4 ([0,0] U [1,1] L (L + [0,1]), k2, O3) Caches
11 | J([1,1]u (L +1[0,1]), k2,01)
12 | & (fib[l,00], p1, K3) % iterate Ky =@
13 L (fib[l,oo],pz,K3> d <[1, ],K3,91> Ko = K1 [fib[0, co] — (Unstable, [0, 1])]
14 | L (fib[0, 0], p2, k3) ks = Ka[fib[1, col — (Unstable, [1,1])]
15 L (fib[l,00], p3, k3) < ([1,1],x3,01) Kq = K3 [fib[0, 0] — (Unstable, [0, co])]
16 L (fibl0,c0], p3, k3) ¢ (I0,1], k3,02) ks = Kalfib[1, 00] r+ (Unstable, [1,c0])]
17 J <(]£0,b0[]0u [1],1] u ([>1,1] + [0,1]), p3, 03) ‘o — K5[f1b[lyoo] o (Sechie [i o;])]
18 I ad i ,00], P2, Ka % iterate ’ v
19 L (fib[1,00], p3, ka) < ([1,1], ka4, 02)
20 L (fib[o,oo},pg,K;;) d <[0,0,K4,93> SCGs
21 4 (fo,0] U [1,1] U ([1,1] + [0, 00]), pa, O3) .
22 | 4 ([1,1] U ([1,1] + [0,00]), pa, 1) 01 = {fibll, col}
23 | ¢> (fib[l, 0], p1, ks % iterate 02 ={fib[0, o]},
24 L 03 = {fib[1, 0], fib[0, c0]}
25 4 ([1,1] U ([1,00] + [0,00]), ke, 01)

FIGURE 3.5: The trace of the abstract interpreter analyzing fib with starting abstract
environment x = [1; co].

3.5.1 Tracing/Reachable Call Graph Analysis

(P
—  eval(y(eval’(p))) C y(eval

= y(eval’(p))

= lfp(eval(p)) C y(eval*(p)

eval’(p) Cp
C

(p is a post-fixpoint of eval¥)
(y is monotone)
(eval? is sound w.r.t. eval)

(Tarski’s fixpoint theorem.)

O

Given the sketches presented in the previous section, it is quite intuitive

how to perform call graph analysis in whole-program analyses. By

enriching the inputs and outputs of the abstract interpreter eval, and

relative components (e.g., fix, iterate) of a graph accumulator endowed

with a join for graphs (e.g., set union applied to the sets of vertices and
edges), it is possible to return the call graph for reachable functions,
representing all possible calling relationships in a program.
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In Vitro Analysis of pWasm

“If you know neither the enemy nor yourself,

This chapter focuses on providing the tools to perform static analysis you will succumb in every battle.”
of closed WebAssembly modules [PR1.24; PRL26]. We start by defining —Sun Tzu, The Art of War
the syntax of interest, dubbed pWasm(pico-WebAssembly), shown in [PRL24] Paccamiccio et al., “Building call
. graph of WebAssembly programs via ab-
Figure 4.1. stract semantics”
s % . s s [PRL26] Paccamiccio et al., “wassilly:
(module type global import func Spec-enhanced Call Graph Analysis for We-
module v= bAssembly”
table? elem? start? mem)
type = (type (func ft))
global = (global (mut t) (t.constn))
import = (import env id importable)
importable := (func ft) | (global t)
| (table n funcref)
bt, ft = ot
t = 132
func := (func (type ft) instr’)
table := (table n" funcref)
start = (startn)
elem := (elem n (data) n")
mem = (memory 1)
instr = control | data
control := Dblock bt instr’ end

|  loop btinstr’ end
| calln|call_indirect ft
| br_ifl|brl|return

data = drop |t.const n| t.binop | t.unop
| local.getn]|local.setn
| global.getn|global.setn
| t.load|t.store|nop

n, 1, tidx = NUM_LIT
env, id = STRING_LIT

FIGURE 4.1: Syntax of pWasm
One notable inclusion is the (import ...) statement, which we
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4.1

will ignore for now. At this time, we will cover analyzing pure WebAssem-
bly code, as the title suggests, in vitro.

We first need a viable definition of program “data” states. The fol-
lowing sections will cover the concern of providing a valid formalization
for WebAssembly program states. The original formulation, consisting of
stack, store, and instance, is modified with an equivalent, more “mathe-
matically flavored”, and, by exploiting the type system of WebAssembly,
the definitions are simplified. First, we introduce the concrete compo-
nents of the state, then abstract them, with each concrete-abstract couple
enjoying its Galois Connections (GC). After defining states and the defini-
tions they depend on, we lay out the semantics for a pure WebAssembly
program analyzer.

Convention 1. As a convention, the abstract form of type A will be
denoted as A#, and the abstract counterpart of function f will be denoted
as f.

SEMANTICS OF WEBASSEMBLY PROGRAM STATES

As mentioned in Chapter 2, a canonical program state in WebAssembly
consists of a triple composed of stack, store, and instance. To simplify
the structure of a running WebAssembly module, we ignore instance and
immutable parts of the store (i.e., functions and data sections) and work
directly on the store when the semantics involve mutable objects. We
also reformulate the stack definition in an equivalent but simpler form.
This reformulation is one of the possible equivalent reformulations of the
original WebAssembly specification.

We describe the stack, as in the sequence of activation frames, in
terms of (function-local) value stacks, local variables, and jump maps,
and define the store in terms of globally available mutable data.

Convention 2. We will refer to an entity x of type X as x € X, and indices
are all represented by natural numbers N. We will use Z (mathematical
integers) to represent integer values to lighten the notation.

We first define values, denoted by V, as typed numerical values that
are allowed in our language. Given that the only allowed type is 132
(32-bit integer), we can state that:

VZZgg

where Z3, represents 32-bit integers.
An operand stack o € S is a sequence of values:

S:(veV)*

Then we define locals, globals, and linear memory functions, denoted
as mapping from indices (natural numbers) to values.

L,G,LM:N =V

We remark that declarations of global variables and local variables in a
function are always statically known.
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Then we define function reference tables as a mapping from indices
to indices representing the functions in the module.

RT:N—+ N

Control-flow labels are, in the canonical WebAssembly specification, a
type of operand that is pushed into or popped from the stack whenever a
control label is entered or exited, and are used to maintain knowledge of
where to jump to when a branch instruction targets a label. They can be
either 1oop or block labels. In our reformulation, to address the issue,
we use a mapping of the form:

J:N—=C

where C denotes the instr construct (see Figure 4.1). We call this con-
struct a jump map’.

Definition 24. Data state.
We define a ‘data’ state u € ST as:

ST:SxL xGxLM xRT

and endow it with the self-explaining accessors p.stack, w.locs, p.globs,
p.linmem, p.reftab.

Furthermore, we define and answer a € A as:
A:STuU{l}

that is the state-wise result of an evaluation for any given statement. We
remark that a | answer is used to represent both non-termination and
evaluations that yield errors.

Abstract State Semantics

Starting from the definitions in Section 4.1, we now define their abstract
counterparts, endowed with the necessary Galois connections (GC) and
join and widening operators.

Semantics of Abstract Values

As already stated in Section 4.1, in our formalization, operands are
values V only. We represent values in the abstract (abstract values) in
the interval domain, endowed with well-known join U; and widening V;
operators [CC76].

Definition 25. GC of values and abstract values

Given the poset of values (P(V), C) and of abstract values (V#,C;), we
define concretization vy, and abstraction «,, functions such that they form
a Galois connection (P(V), C) Z_><—V (V#, ;) defined as:

v

P(V) —V# v# S P(V)
oy 0 — 1, Yvid Ly —0
S —[min S, max S] Lu —{veV|l<v<u}

“4.1)
where C and C; denote the set and interval inclusion operators respec-
tively.

[CC76] Cousot and Cousot, “Static deter-
mination of dynamic properties of pro-
grams”
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[Mon21] Monat, “Static type and value
analysis by abstract interpretation of
Python programs with native C libraries.
(Analyse statique, de type et de valeur, par
interprétation abstraite, de programmes
Python utilisant des librairies C)”

4.1.3 General Abstractions

We preface this section by stating that its main goal is to provide some
templates for GCs that will be re-used in the definitions coming in the
following sections. Some formalization steps are inspired by the work
presented in [Mon21]. The GCs defined in this section concern with
maps of indices to values, but this is not exclusive to values: as long as
a proper GC is defined, this definition can be extended to references as
well.
We define the poset of natural-to-value (N-T-V) maps.

Definition 26. N-T-V poset
Given a function Mg : N — V, we define its poset:

(P(N—=V),Q)

where N denotes the set of naturals, and C is the set inclusion. As a final
remark, we state that this definition allows tracking sets of maps.

The goal is to define abstractions that lead to maps N — P(V#),
starting from Definition 26. To that end, we first define maps of natural-
to-value poset (N-T-P(V)).

Definition 27. N-T-P(V) poset
Given a function M; : N — P(V), we define its poset:

(N—P(V),Q)

This is still a poset thanks to the pointwise poset lifting property. We
close the definition by clarifying that this structure tracks, for each key, a
set of potential values, representing an abstraction of the N-T-V poset.

We now define the abstraction function « from P(N — V) - N —
P(V), and its converse function vy:

Definition 28. GC between N-T-V and N-T-P(V)

{P(N — V) —N=PV)
o (4.2)

M — An.{m(n) | m € M}

N = P(V) — P(N — V)
v { 4.3)
f—{m|¥neN,mmn)ef(n)}
« and y form a GC:
(PN = V), C) =5 (N = P(V),C) 4.4)

By coalescent point-wise lifting of the abstract value V# poset, we
define the poset for a natural-to-abstract-value mapping (N->V# ;)
(N-T-AV).

Definition 29. N-T-AV mapping

NSV# = (N — (VF\L,))U L (4.5)
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f=1—true
fig=<f#1LAg# L —true «< ¥YneN,f(n)C; g(n) (4.6)

_ — false

As coalescent point-wise lifting can be applied to Galois connections
as well, we apply it to the GC between values and abstract values so that
we can define the GC between N-T-P(V) and N-T-AV.

We recall Definition 25 (GC of values and abstract values):

(P(V), Q) &2 (V#,Cy) 4.7)

Xy

and lift Equation (4.7) with the set N, obtaining the GC:

(N = P(V),C) &= (N5VH,C) (4.8)
with C still denoting the set inclusion, as the pointwise lifting does not
change its semantics, and C; denoting a point-wise lifted partial order
operator.

Upper bound L'); and widening V; operators are defined by pointwise
lifting as well.

We close this section with the definition that we are going to use the
most throughout the next section.

Definition 30. GC between N-T-V sets of maps and N-T-AV maps
Galois connections allow for composition. As such, we define our relation
from concrete N-T-V maps to abstract map N-T-AV by composition. Given
the GCs: Y

(PN = V),0) € (N - P(V),Q)

and
(N = P(V),C) == (N5VH, )
Xy

by composition we define:

(P(N = V), C) &2 (NSV#, ) 4.9)

oo
Variables and Linear Memory

We recall that locals, globals, and linear memory are all defined as
functions N — V, which corresponds to the typing of the poset N-T-
V defined in Section 4.1.3 (General abstractions). As such, we can
use the abstraction and concretization functions we already defined by
composition in Definition 30, and also use the same point-wise lifted join
I; and widening V; operators.

Operand Stack

We are now concerned with defining the abstract operand stack G € S#,
which is intuitively a sequence of abstract values, and its relation with the
concrete operand stack. In an effort to lighten the following definition,
and re-use the abstractions we already defined, we opt for an alternative
formulation, that is the one of a function mapping an index to an operand.
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Definition 31. Sequence to map
Let o = (09, 01, .-..,0n) be a finite sequence of operands. We define the
associated map f, : N¢, — V as:

fo ={i— 01 ]1i€Ngn}
with the conversion function formally defined as:
OV 5 {f:Ng,, = V)
®((0g,01,...,0n)) =, where f, (1) = 0;Vi € N¢yy

Definition 32. Map to sequence
Let f, : N¢n — V be a function mapping indices to operands. We define
the associated sequence o; € V1! as:

oy = (f(0),f(1),...,f(n))

with the conversion function formally defined as:
O ' {f:Ngy = V}— vyt
@ 1(f) = (f(0), f(1),...,f(n))

There is a clear isomorphism between ® and ® !, as such, we can
adopt them so that we can apply the same abstraction template we
defined in Section 4.1.3.

Recalling the GC in Section 4.1.3 (General abstractions):

(P(N = V), C) ——= (N5V#, L)
we can exploit the isomorphism between sequences and index-to-value
maps, to use the same GC above to represent the connection between
abstract and concrete operand stacks, and as well use the same point-wise
lifted join Ll; and widening Ll; operators.

As mentioned in Section 4.1, reference tables are defined as RT :
N — N. In the abstract, reference tables RT# map indices to sets of N.

We can once again exploit some principles the abstractions we de-
scribed in Section 4.1.3. Specifically, we are interested in the steps that
abstract N-T-V posets to N-T-P(V) posets (see Definition 28).

We first reformulate our reference tables as posets. In the concrete,
we have (P(N — N), C€), and in the abstract (N — P(N), C), and define
their abstraction and concretization.

Definition 33. GC between concrete and abstract reference tables
As per abstraction « and concretization y defined in Definition 28, we
can define the GC between RT and RT# as:

(P(N = N),C) 5 (N = P(N), C) (4.10)

with C is the subset operator. The join and widening operator of abstract
reference tables is the set union U.

Jump maps are identical in the abstract and concrete and, as such,
need no further definition. This is guaranteed by how WebAssembly
manages value (and stack) typing and control flow. As such, labels in
possible flow joins are always guaranteed to be the same.
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4.1.6 Abstract State Definition

Having defined all of its components, we now define abstract ‘data’ states
ST# and answers ST# .

Definition 34. Abstract data states.
We define abstract states ST# by coalescent lifting of their components.
ST# = (S*\ L) x (L#\L) x (G*\L) x (LM#\ 1) x (RT#\ L)) U{L}

We also define the coalescent-lifted partial order for abstract states

as:
f=1—true
fg=Sf#LAg#L—fCg (4.11)
_ — false

with C defined as:

(01,81,gv1, lmy, 111 )Eg (02, 02, gva, LMz, Tto) = 4.12)

015102 A 815182 A gviligva AlmyCilmy Atty C 1ty '
with the f and g tuples being explicitly unpacked. Note that o;,C; 05 is
a shorthand for ®(o;)C;®(05), that is the isomorphic transformation
described in Definition 31.

Definition 35. Join and widening for data states.
We define the join operator as:

f=1—g
fug g=l—f
. (01,01,gv1, lmy, 1t1)Us (02, 82, gva, lma, Tt2) =

0110;02, 811182, gvilligv, lmyUilmy, Tt U Tty
and the widening operator as:

f=1-—g

Vg g=1l—>f
. (01,81,g9v1,lmy,7t1) Vs (02, 82, gva, lmg, Tt2) =

01V102,81Vid2, gv1Vigvz, lmy Vilma, 1 U Tty

Note that in U, 01L;05 is a shorthand for @~ o ® (o) 5O (03). We use
an analogous shorthand in the definition of V.

Definition 36. Abstract answers.
We define abstract answers ST#« as a sequence of abstract output states

of the form
n
Y
i=0

where 0 : [ip represents the state to be evaluated by the natural continua-
tion of the command under evaluation, and its successors represent the
accumulation of previously inferred results from the labeled statements
(e.g.: block, loop) encountered. The partial order C, join LI, and
widening V for abstract answers are all defined as the point-wise lifting
of the respective operator for abstract states.
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4.2 SEMANTIC DOMAINS

In this section we define the semantic domain of our evaluation functions.
As they appear, we will also explain each symbol that has not yet been
introduced.

Recall 1. We recall the already defined semantic entities:
(i) € Jis the jump map’;
(ii) p € ST represents a data state;

(iii) ¢ € C represents a command,

First we define the semantic domain of function declarations.

Definition 37. Declarations of functions.
The semantic domain of declarations A € D is defined as:

D:N— (t"xt*xC)

Intuitively, they associate function indices to triples of type t* x t* x C,
with the two t* being vectors of WebAssembly types (see the syntax in
Figure 4.1), with the first one covering the input type, the second one
the output type.

We define the semantic domain of evaluation of declaration as:
DL]: (func...) xD =D (4.13)

We now define the semantic domains of concrete and abstract evalua-
tion of statements C:

S[]: CxDxJxST— (ST x X) (4.14)

S#[.]: Cx D xJxST# — (ST# * xX) (4.15)

We close this section with the definition of the semantic domains for
abstract and concrete evaluations of programs. As per the syntax shown
in Figure 4.1, a program p € P corresponds to the module syntactical
construct. The semantic domains of concrete and abstract interpretation
of a program are defined as follows:

PBL]: (PU(PxNxS))— (ST)
P#[L] : P — P(ST#)

The semantic domains above differ in two fundamental ways. The
concrete one uses as input P U (P x N x S), covering both the invocation
of arbitrary exported functions with an input stack, and the invocation of
a default (optional) start function and has no input stack. As per the
abstract version, nothing other than a program is required to perform
the evaluation, as we assume any exported function can be invoked with
the most general input (i.e. all T). As per the outputs, the concrete
co-domain is ST, whereas the abstract is the power set of ST#.
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4.4

DECLARATION SEMANTICS

The aim of this section is to formalize how we handle function declara-
tions.

Aln «+ (in* x out* x ¢)] = A’

.16
(func n (in*,out* c),A) ~ A’ e

Equation (4.16) describes the semantics of function declarations. A
(func ...) construct is resolved as an association from its index value
1 to its input and output types, together with its sequence of statements.

(d1,A) = A" (d2,A") = A"
(d1; da, A)y ~> A
Equation (4.17) instead covers the evaluation of sequences of decla-
rations. The step relation ~» has semantic domain Equation (4.13)
Once all function declarations have been evaluated, the function

4.17)

declaration map A is never mutated again. Equations (4.16) and (4.17)
are identical to their abstract counterpart.

CONCRETE SEMANTICS FOR STANDARD WEBASSEMBLY

In this section we finally introduce the concrete semantics for pWasm.

Remark 2. In this semantic notation, call graph semantics are omitted.
We give intuitive semantics for it in this remark. Any instruction that
is not call i or call_indirect t will produce an empty set of
callees ¢. The call i instruction will produce a singleton {i }, whereas
call_indirect t will produce a singleton containing the function
index corresponding to the resolution of the indirection.

The semantics in this section make use of a big-step transition relation
— , with semantic domain corresponding to that of Equation (4.14).

4.18
nop <nop)A) l’) H> :> H ( )

Equation (4.18) shows how no-operations (i.e. skip, nop in WebAssem-
bly) are evaluated. While trivial, this instruction is useful for handling
jump maps.

c1, AL, = u’ co, AL,y = u”
clc2 < ! H> a < 2 tf> s 4.19)
(cr5c2, A L) = p

Equation (4.19) describes the evaluation of sequences of statements. The
infix operator ; separates the ‘head’, c; and ‘tail’ ¢, from a sequence of
statements.

(c,A,nop > ,u) = u

block 4.20
o (block btc,A ) = W ( )

Equation (4.20) evaluates a typed block of instructions. The infix auxil-
iary operator > is defined as:

L >c ={n+1+jc|n<+jce 0«

DECLARATION SEMANTICS
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and is used to generate updated label maps so that br-like instructions
can follow the proper jumps. A br-like instruction targeting a block
label exits from the b1ock, explaining the nop instruction that is added
int

(c,A,(Loop btc) > ,u) =

4.21
(loop bt ¢, A, ,,n) = '’ ( )

loop

Equation (4.21) concerns the interpretation of 1oop constructs. A br-
like instruction targeting a 1oop label re-enters the 1oop, explaining the
loop ... addedint.

o in)=c (ALK = u (4.22)
(br m, A, ,p) =

Equation (4.22) defines how unconditional jumps to labels are handled.
A lookup on  is performed to know which command is to be executed

next.
=y =0
br if] pop(p) =p',v  (v=0) 4.23)
(br_if n,A,,pn) = o’
i M =¢ pop(p) =p',v (v£0) (c,A,p) = p”’
1

(br_if nm, A ,u) = p”
(4.24)

Equations (4.23) and (4.24) respectively cover the branching and non-
branching cases of br_ i f. The value used as condition is popped from
the stack by pop and checked against value 0. If v = 0, the jump does
not happen, otherwise the control jumps to the command retrieved by
tn).

AQ)=TixToxec ptThi=p xv
i locs + @(v])][stack + nil] = p”
<C1A1{0 — I’lOp}, HH> = FLW
" _ =
T =vg
stack « p’.stack | vgl[locs « p'.locs] = p
(calli,Ayy,pu) = p"”

I//[ "

H (4.25)

call

Equation (4.25) evaluates direct function calls. First the function index
is resolved via the lookup A(i), then the infix operator 1 pops a sequence
of len(T;) values from the stack, reverses it, and returns an updated
state. The function body c is then evaluated under jump map {0 — nop}
(function bodies can be targeted by br), locals initialized with values
from V{ and nil stack. The resulting state p1” is then ‘peeked’ by the infix
operator 1, that is similar to 1, but does not produce a new state. The
post-condition uses the global state of 1 and replaces its stack with the
one from p’ concatenated (infix operator |) with ve.
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pop(p) = ', ti i=p reftab(ty)
AQ)=TixToxec wWitTh=p"xvi
w’[locs < (D(\Ti})][stack +—nil] = pn”
<C,A,{O — nop), H///> = u
W T, = V—o>
1w [stack < p”.stack | V]locs « pn”.locs] = p
(call_indirect ty,A,,,u)y = pn"”"”

"

call_indirect

(4.26)
Equation (4.26) evaluates indirect calls and is quite similar to Equa-
tion (4.25). The only difference lies in the first few steps, where a table
index t; is popped to be then dereferenced to a function index via a
lookup on reftab.

4.27
retum (return, A, L) = ( )

Equation (4.27) handles return. Due to how calling semantics have
been defined, it acts as an identity to .
pop(”) = H/,V

d 4.28
P drop, A L) — W (*-28)

Equation (4.28) covers drop, that discards the topmost element of the
operand stack.
le[n=v push(p,v)=p'

t 4.29
cons (i32.const e, A, 1) = ' ( )

Equation (4.29) covers i32.const, that pushes a constant value to the

stack. . . .
pop(u) =, v pop(n') =u",ve
push(n”, binop(vy,va)) = n”

(132 .binop, A, pu) = p'”

Equation (4.30) describes how to handle binary operations. Two values
are popped, a function 132 x 132 — 132 is then applied to them, and the
result is pushed to the stack.

"

pop(u) = p',vi push(p,unop(vy)) = pn

4.31
(i32.unop, A, u) = n” ( )

uop

Equation (4.31) shows how unary operations are handled. A value is
popped, a function i32 — 132 is then applied to it, and the result is

pushed to the stack.
pop(n) = w,a push(y/,u linmem(a)) = pn”

load 4.32
o (i32.1cad, A, L) — n” (4.32)

Equation (4.32) describes a read from linear memory. An address is
popped and read from linmem. The value read is then pushed to the
stack.

"

pop(p) = p',v pop(p') =p”,a p’llinmemla\v] =p
(i32.store,A,,pn) = u”

store

(4.33)
Equation (4.33) shows how storing to the linear memory works. v,
representing a value, and an address a, are popped. Then v is written in
a in linmem.
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4.5 ABSTRACT SEMANTICS FOR STANDARD WEBASSEMBLY

In this section we finally introduce the abstract semantics for statements
that are non-homomorphic to their concrete counterpart, introduced in
Section 4.4. These abstract semantics are the formalization of the abstract
evaluation functions, that will be the foundation to implementing an
abstract interpreter.

Remark 3. In this semantic notation, call graph semantics are omitted. We
give intuitive semantics for it in this remark. Any instruction that is not
call i or call_indirect t will produce an empty set of callees ¢. The call
i instruction will produce a singleton {i}, whereas call_indirect
t will produce a set containing the function indices corresponding to the
possible resolutions of the indirection.

We now introduce abstract semantics for instructions that are non-
homomorphic to the concrete semantics in Section 4.4. The semantics in
this section make use of a big-step transition relation =N , with semantic
domain corresponding to that of Equation (4.15).

Remark 4 (Handwaving in Notation). Given how the sequence-based
notation (e.g.: (0: (') + Y_i~, i: i) can be heavy in reading, when
the resulting abstract state reads as i.e. 1/, it means that that sequence is
comprised of the natural continuation at index 0 with [i, and the rest of
the sequence is left untouched.

# Z“ PN PN N
<011A7 L H> - 1: I“L{ <C27A1 L H(/)> = Z 1: H{/
i=0 i=0

clc2# po
(ric2, A LT o 0 + (X 10 f U

- (4.34)

In the semantics of the sequential, described in Equation (4.34), besides

propagating the result of the evaluation of ¢ (e.g., the 0-indexed element
n
from } 1i:{if) as a precondition for the evaluation of c2, we also join the
i=0
rest of the sequence: this is necessary to account for jumping instructions.

n
(c,Anop > L) = Y ifil

block* =
(block bte,A, i) < 0: (UML) + > (i—1)
i=2
(4.35)
n
(¢, A, (Loop bte) > ,) 2 3 i
loop” =0 (4.36)

n

(Loop bte, AT =5 0: (BURY + 3 (i—1) [
i=2

Similar to their concrete counterparts, the evaluation of block and
loop statements evaluates the command c. What changes is that, to
account for conditional jumps, the resulting sequence is manipulated
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such that the data state 0 : (g U {;) that will be used by the natural
continuation of the block or loop statement is the upper bound of
branching instructions targeting said labeled statement (e.g., {i;, and the
data state produced by exhausting without branching ¢ (e.g., o).

Definition 38 (Fold over the outputs of the interpreter).

acc € ACC : ST#x

cl=[ = acc
fold(f, acc,cl) :
cl=h:ucl = facc(facch)cl

Intuitively, call_indirect ty can be explained in the abstract as
a (possibly empty) set of calling relationships starting from the same
control point and data state. The main difference w.r.t the call i
instruction lies in the fact that there might be 0 or more commands
(e.g., function bodies) to be evaluated after performing the appropriate
manipulations on the state. The results of such evaluations should then
be joined in a single final abstract state of type ST# . In an effort to ease
the notation required, we borrow from the well-known fold construct
from the world of functional programming, and define our fold operator
in Definition 38.

Briefly, we need a function f of type ACC x C — ACC, an accumu-
lator acc € ACC, and a list of commands cl. Function f consist in the
evaluation function for a parametrized function body and accumulator
acc, and returns a resulting accumulator that is the upper bound of the
input accumulator and the one resulting from evaluating the function
body. In this semantics, the accumulator consists of just ST#x.

~ # -
XA LE) = I

Aacc.Ay. =f

(60 L) > acc U
POP(ﬁ)/Z\ﬁhit [TE i’f =2, Vi
L{Hg.reftab(i) [i € yi(i)} = In

{clixoxceA/_\)i:in*/\o:out*}:ét
Ha [l()/c\s +— O (vi)llstack « nil] = {3
(fst(AQ)) i€l ) =08 8¢Nd;i=5

fold(f, 5, 1) = fi
/li4 f out” =V

Halstack < fa.stack | Vol[locs < fy.locs] = p

(call_indirect (in*out*),A,t, 1) N w

call_indirect”

(4.37)
Equation (4.37) explains how the evaluation of abstract indirect call is
performed. A given abstract evaluation call_indirect might resolve
to multiple callees. As such, we first compute the upper bound (auxiliary
L) of all the possible dereferences, producing I,,. We then gather the
function bodies with same type as the call_indirect, producing ;.
We then collect all function bodies the abstract dereferencing produced
with {fst(A(i)) | 1 € L.}, with fst being an auxiliary function that returns
the first element of a tuple. This operation produces a &;, that we
intersect with 6, to obtain the set of callees that are both possible and
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4.5.1

valid by typing. The possible evaluations are then folded into 1,4, and
the local context of the joined computations is set to the appropriate one,
producing {’.

~ # S
(n)=c (c,A ) = Y i:qf
i=o

br#

(4.38)

X
prm,ALE) B (41 ([URL,)+ Y iR
i=n-+2

Equation (4.38) describes the evaluation of unconditional branches.

tn) =c pop(H) = 1,V
~ # 0& . o~ ~
(A L) = 3 i HoUHi =
br_if# =0

(br ifmALE) 25 0+ (ntl: (@) + 3 i:[)
i=n+2 (439)
Equation (4.39) describes the evaluation of branching instructions on
conditions that may be either zero or non-zero. The abstract computation
performing branching and the one not branching are then joined with
the upper bound operator LI.

__pop() =1',a
L{E linmem(x) | x € yi(aQ)} =V
push(p’,v) = p”

(i32.1load, A, L) 25 @”

load”

(4.40)

Equation (4.40) covers how to read values from linear memory. Intu-
itively, the loaded address is concretized, and a read and push to the
stack is performed for each address in the concretization. The upper
bound of all the produced states is the result of the abstract load.

PP =W, ¥ pop()=@"x
g’ linmem=1lm U {lm[x\i)j [x €yi(@)}=1m
b - f\ _nm
store” i llinmem ml=i (4.41)

(i32.store, A, , ) Z, n

Equation (4.41), similarly to Equation (4.40), a writing of an abstract
value is performed for each of the possible entries of the concretization of
the abstract address. The upper bound of the linear memories produced
in this manner is substituted to the one in fi”, producing 1’

Fixpoint Algorithm

The naive semantics presented above may cause the analysis not to
terminate in case of loops or recursion. For the analysis to be guaranteed
to terminate, we ought to use a fixpoint algorithm. First, we enrich the
semantic domain of evaluation of commands to:

G#[.]: Cx D xJxST# x @F x K# — (ST# x K# x P(C x J x ST#))

where:
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(i) ©# isamap C x J — ST# mapping statements under evaluation
to the states they were evaluated under, allowing for the detection
of loops and recursion;

(ii) K# isamap (C x J x ST#) — (ST# % x{stable | unstable}) used
to keep track of known stable or unstable answers for tuples
of control (e.g., command and jump map) and data states under
which they were evaluated;

(>iii) P(C x J x ST#) is a set used to keep track of evaluations (as in
calls to the abstract interpreter) C x J x ST# needing fixed point
iteration.

©# and C x J x ST# enjoy a special widening operator that ensures
that the interpreter does not re-evaluate statements under smaller ab-
stract states. We already provided intuitive explanations to this type

of approach to approximating fix-point computations in Section 3.3.11.

Next, we formalize said machinery as inference rules. Following the

formalization of the fixpoint computation machinery, we will enrich our

abstract semantics with said machinery.

45.2 Fixpoint Computation and Iteration Transitions

We formalize the machinery needed for fixpoint computation as two
separate transitions with the same type as our evaluation function. The

transition for requesting fixpoint computations is —o, and the transition

for fixpoint iteration is Cﬁ Transition 4, is responsible for: detection of
potentially diverging calls to the interpreter, ensuring the inputs under
which an expression is computed always grow (by means of the widening
Vsk, and avoiding unnecessary re-iteration by looking up the cache
k. Transition qﬁ is responsible for the process of fixpoint iteration: it
encodes the iteration strategy (i.e., inner-most, outer-most, top-most
call), it discerns stable and unstable computations, and may call itself

recursively if needed. These two transitions, together with =N , are

. # L. # .
mutually recursive, as 2. uses —o, which in turn uses &, which uses
both itself and :#> .

Definition 39.
evsk(ca L /ll) : 9/,(3, L ﬁ/

0:C x J— ST#x

R ¢, L ¢ dom(0) — 0[c,t — nl
evsk(C, L H) = ~ —~ ~ o~
0(c,1) = Hsk — Ole, t = P V(R U Hsx)]
OVsk(c, L, i) =07,¢, 4, fw

n
K(Ca L I‘\LW) = (Z i ﬁi)) L stable
fix1

~ #F & ~
97K}_ <C7Aal')|’l> —° (Zi:u’i))K1®
i=0

Inference rule fixI concerns the first case of what can happen when a
fixpoint computation is requested. First the input call to the interpreter
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is widened by Vg, then, if a stable result is found in the cache «, it is
returned unchanged together with the unmodified k, and, since there
is no need for iteration, the set of strongly connected components is
returned empty.

evsk(c; L ﬁ) = 9,) G L ﬁw

n
K(Cy 4, Hw) = (2 1:[4), L, unstable
izo

GK}—<CALLL> Zl Hi), K, {c, L, o}

fix2

Inference rule fix2 covers the case of having some unstable knowledge in
cache k. After widening the call to the interpreter, the unstable result is
returned unchanged together with the unmodified «, and, since iteration
needs to be performed, the set of strongly connected components is
returned as a singleton containing the widened call to the interpreter.

evsk(C, L ﬁ) = 6/) G L ﬁw
(c,,,Aw) & dom(k) NO =0’
kle,,, 0w — L] =«’

fix3 %
e’ K F <C1 A’ L) /ll> —° J—’ Kl’{c’ l” ﬁw}

Inference rule fix3 is responsible for recognizing true control flow back-
edges, and works for recursion and iteration alike. If the widened call to
the interpreter is not in the domain of cache k, and the widened stack
0’ is equal to 0, we have found a back-edge, and as such, we return a L
result, together with an updated cache reflecting this, and a singleton
with the widened call to the interpreter, to indicate this needs iteration.

evsk(C, L ﬁ) = eI’ G ﬁw
0#£ 0" Alc,t, ) ?Z dom(x)

~ #
0,k (e, A4 o) o (2 12 1), 9
i=0
~ #F & ~
e,KF<C,A,l,}l>ﬁi>(Zi:pi),K/,g
i

=0

fix4

Inference rule fix4 is responsible for requesting the fixpoint iteration
on the widened call to the interpreter. Its result depends solely on the

. . ~ L #F
iteration performed by 0,k F (¢, A, , tw) & (X2 1: ), ', g.
i=0

n
61K|_<61A7L7ﬁ> = Zl 1 Kl:g (C7L1ﬁ)€g

i

=0
#
8,k (c,A,,7) & ( 21 i), k) g

iterl

Inference rule iter] covers the case of an interpretation that no longer
requires iteration. If the triple (c, t, 1) does not belong in set g, the result

n
of the transition 0, k F (¢, A, t, i) N (> i:m),«’,gis returned as-is.
izo
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n
eyKF <C7A7L7ﬁ> % (Zi:ﬁi))Klag

L eg «'(cuLp) Zl potdy,

(2_i: OIdvzl Hi) Z(Zl u)
i=0
Zl:u‘{")E(Zi:ui’“ﬂ/\card(g)z
i=0 i=0

n
K/[C) L:ﬁ — (Z i: /Ilrv), Stable] = k"
i=0

9K|—<CAL},L> Zl ), k7,0

iter2

Inference rule iter2 concerns with stable iterations results. If the triple

(c,t, ) belongs to g, a lookup on k' is performed, obtaining ( Z i:potd),
i=0

which is widened with ( Z 1i: [), obtainit ( Z i: @), If this did not

i=0 i=0

result in a bigger abstract value w.r.t. Z i:{9t), and the cardinality of

g is 1, this is marked as stable on the cache producing a new one. Then,
the widened abstract value is returned, together with k" and (.

n
0,kF (6, A L) 2> (L R K,g (eui)eg

(¢, 1) Zl B,

n
Zl petd) (Zi:m = Zl )
i=0
T'l.

(X i) C (X i:p0t) Acard(g) >1
i=0 i=0

n

kK'lc,, B — (X i: @), unstable] = k”
i=0
g\lc, 4, ﬁ}z g’

OKI—(CALu) Zl ), k", g’

iter3

Inference rule iter3 concerns with unstable iterations results. This rule
proceeds the same as iter2, but the cardinality of g is bigger than 1. As
such, it means that the call needs further iteration. Nonetheless, the
newly discovered information is put in the cache, marked as unstable.
The present call to the interpreter is removed from g, producing g’. Then,
the widened abstract value is returned, together with k” and g'.
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n
e)KF<C)A)L7ﬁ> :> Zl Hl ’g
i=0
(L) eg «'(e,u,i)=(X i:ugtd)
n
Zl RV i) = Zl )
i=0

(3 4 04) (X i)
1=0

i=0

m

n
K'le,, o — (X i: ﬁ{"),unstable] = k"

i=0

GK”}—<CALu> Zl k", g’
iter4

#
0,k (c,A L) P ( Zl u), k", g’

Inference rule iter4 concerns the case of recursive calls to the iteration
transition. This rule proceeds the same as iter2 and iter4, up until the
order check. Here, we observe that the widened abstract value strictly
grew (e.g., the C assertion) w.r.t. the cached one. As such, the newly
discovered information is put on the cache, marked as unstable, and the

. . L. #
output of this rule depends on the recursive call to transition & under

k”, with the rest of the parameters unchanged.

4.5.3 Fixpoint semantics

We now enrich the semantics laid out in Section 4.5 with the fixpoint

machinery.
nop* ”m
9, KF <nop,A, L ﬁ> - ﬁ) K)Q
return# #
0,k - (return, A, , 1) = W,K,0
op(R) =p',v
drop? pop(i) = ’
0,k F (drop, A, , 1) = ', k,0
4 [n]=v push(i, x({v}) =1’
const #
0,k (i32.const n, A, 1) = ', k,0
pop(p) = ',y pop(i') =1, V2
push(p”, binop(vi, Vo)) = ﬁ”
bop” m
0,k F (132 .binop, A, , 1) == 1", k,0

, Pop(i) =f',v; push(f’,unop(v;)) = "

uop

0,k - (132.unop, A, , i) =N [T

_pop(W) =w,a
U’ .linmem(x) | x € yi(a)} =V
push(i/,v) ="
0,k (132.10ad,A, L) = [”,k,0

load”

(4.42)

(4.43)

(4.44)

(4.45)

(4.46)

(4.47)

(4.48)
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__pop(W) =W,V pop(R) =n"x /
hnmem —Im u{lm x\v] [x € yvi(@)}=1m

[llnmem —1m ] n

store” (4.49)
0,k F (i32.store, A, L, 1)

[} |+
e
=

=

M-

,;
Il
o

eaK|_<CI,AaL7ﬁ> :#> .:/}iiHKl)g

" // !/

:p‘17 79

B

0,k" (e, A1, L) 2>

o

|2
;

clc2?

6,K|7<C1;C2,A, Lyﬁ> $ (O H//+( H{uﬁ{/)yK//!gugl

(4.50)

o
Il
N

n
0,k F (¢, A, (nop) > L) =& Y i:fil,«/,g
i=0
n

O:(poUp)+ 2 (i-1u)=n
block* =2 (4.51)
0,k (block btc, A, L) = @',k/,g

H*

# O
0,k {c,A, (loop btc) >, ) — Y if, kg
i=0
n
0:(moUH)+ 2 (-1 ) =n
i=2

loop™ (4.52)
0,k - (loop btc, A, L) = [',k',g

#
—~ n . ~
L(Tl):C <CaAa L H>_°(‘Zl3ui):'</,9

1=
Nl (B URL)+ Y LR =
br# (4.53)

br_if* (4.54)

%
A(i)ZTiXTo_>><C PTTi=1 x Vi
fi1llocs « @ (9;)][stack « nil] = fi
~\ #
e: K- <C7A) {0 — HOp}, H2> —° Us, Kl: g
. U3 ﬂT%:VO

lis[stack < fi;.stack | volllocs < fis.locs] = i/
Hal 1 1oll O8] = (4.55)

call®

0,k (calli, AL f) =% [/« g
Definition 40 (Fold over enhanced semantics).
acc — new = ST# x; UST#x5, k2,91 U g2
acc € ACC : ST# % xK x P(C x J x ST#)
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Same as the potentially diverging abstract semantics above, we
need to define a folding operator we will use to compute the result of
call_indirects. Following the same tracks laid out in Definition 38,
we define in Definition 40 our folding accumulator to be of the same type
as the enriched evaluation function.

~
e,Snd(aCC) F <X1 Ar L H> - I"le Kli g/
=1
Aacc.Ay. H.K,9 =New =f

.
0,ka F (X, A, 4, ) —o acc — new
Pop(ﬁ)/z\ﬁhit e iff =, Vi
Uz reftab(i) [1 € vi(i)} = In
{c]ixo xceA/_\)i:in*/\o:out*}:ét
fia[locs « @ (v;)][stack + nill = fis
{fst(A(1)) |ie Il }=08; dtNd=2d
fOId(fa 67 (J-1 K, (Z))) :_}\14) K/’ g
Hg frout® =V,
Halstack < [y.stack | Vo][locs < Hy.locs] = 1’

call_indirect” m
0,k F (call_indirect (in*out*),A,,n) = W, k', g
(4.56)



5.1

Proof of Sound Semantics

PREAMBLE

The cannot miss errors claims of verification techniques based on Abstract
Interpretation lay their theoretical foundation on the existence of Galois
Connections between the concrete and abstract realms. In the case of
concrete and abstract semantics, this translates to a soundness propo-
sition of the abstract semantics with respect to the concrete semantics.
This chapter explains how we proved the validity of the formalism in
Chapter 4.

STRUCTURE OF THE SOUNDNESS PROOF

We prove the soundness of our abstract fixpoint enriched semantics in a
multistep fashion:
(i) we prove soundness for a bounded version of the abstract semantics
w.r.t. the concrete semantics;
(ii) we prove that any derivation of the fixpoint semantics terminates;
(iii) we prove the soundness of the fixpoint semantics w.r.t. the bounded
semantics.

In step (i), we prove soundness for a bounded version of the abstract
semantics w.r.t. the concrete semantics. This semantics is concerned only
with derivations of the concrete semantics that are provable in at most
L steps, and we prove that, for all L steps that can be used to complete
a derivation of the concrete semantics, our bounded semantics is sound
w.r.t. the concrete semantics in at most L steps. We define such semantics
in Section 5.2 and prove them sound in Section 5.3.

Intuitively, this proof step addresses executions that are guaranteed
to be finite. This is especially useful to prove the soundness of rules that
are guaranteed not to create loops. In and of itself, it is not a very useful
semantics, but we use it as a proof aid for the next proof step.

In step (ii), we prove termination of the fixpoint semantics (defined
from Sections 4.5.2 and 4.5.3) on any derivation, that is, for all L, the
fixpoint computation always terminates. We prove termination for all
derivations in Section 5.4.1.

With step (iii) we prove our fixpoint semantics soundly approximates
both the bounded semantics and unbounded concrete derivations, that

“Non ci credo, dimostramelo.”
—11 Distruttore di Hoepli.
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5.2

the bounded semantics is unable to prove. We demonstrate that our
semantics is sound in Section 5.4.2.

Proposition 1 (Soundness proposition). Let us recall that:
(i) u € ST represents a concrete data state;
(ii) P(ST) the power set of concrete data states;
(iii) § e ST# represents an abstract data state;
(iv) o and y are, abstraction and concretization functions;
(v) cis a command;
(vi) A contains the function declarations;
(vii) v is the “jump map”;
n

(viii) > 1i:W; is an abstract answer (sequence of abstract data states).

i=0
Given the following Galois Connection:

pe ST

o : P(ST) — ST#
v : ST# — P(ST)

VS C ST.Vu € SV, A, L
if (c,A,, ) = p’ in at most L steps, then:

n
(041 (Y i:if) and
i=0
n
o 2 O in)
1i=0

n n
such that: p’' € y(fi)) A € v(ig)A D 1) i:qf
1i=0 i=0

In Proposition 1 we formally lay out the proposition of the multistep
soundness proof we will construct in this chapter. Transition =N L refers
to the bounded abstract semantics that will be introduced in the next
section, and . refers to the abstract fixpoint semantics introduced in
Section 4.5.3.

Corollary 1.

N AS Cv(Hp)
<C7 A} l’i (X(S)>

(c,A,,S) = S

[
-
I
-
i)
e~

BOUNDED ABSTRACT SEMANTICS

The semantics in this section make use of a big-step transition relation

é L, where L is the bound on the length of the derivation. The semantic
domain of this semantics corresponds to that of Equation (4.15). Each
rule presented is based on the abstract semantics defined Section 4.5.
This semantics, differently from the one in Section 4.5, is guaranteed to
terminate in, at most, L + 1 steps.



BOUNDED ABSTRACT SEMANTICS 77

5.2.1 Axiomatic Rules

The first rule regarding our axioms is presented in Eq. (5.1). It states that,
for all commands ¢ under A, t, 1, its 0-long derivation always rewrites to
1.

cf? (5.1
(€, A LT) 254 1L
We now introduce, in Eq. (5.2) to Eq. (5.9) the other bounded ax-
iomatic rules. All of them mirror their counterpart in the abstract seman-
tics (see Section 4.5), but with the addition of an explicit bound that
guarantees termination. Their bound is L = 0 and, as, such, they are all
guaranteed to terminate with 1-long derivation steps.

nop” (5.2)

return” (5.3)
(return,A, L ﬁ> == L+1 MK

pop(i) = 1',v

drop” (5.49)
(drop,A, L ﬁ) :#> L+1 ﬁ/
const? [n] =v push(i, offv)) = ' (5.5)
(i32.const n, A, , 1) 2, L1 1/
pop(i) =, vi pop(R') =1", vz
ush(t”, binop(vy,vs)) = p””
bop* 1Y (1 p(V1,V2)) =1 (5.6)

(132.binop, A, 4, Ti) = L 0"

n :A/’ h/\/, — O
wop? pop(p) = 1,vi push(p’,unop(vi)) =t 5.7)

<132 .unOp,A, L I’/'\L> :#> L+1 I’/’\L”

_pop(W) =W, @

U{ linmem(x) | x € yi(@)} =V
load* push(p’,v) ="

(5.8)

(i32.1oad, AL fi) =2 (1 17

__pop(W) =W,V pop() =u"x /
g’ linmem =1lm U{lmx\V] |x €vyi(a)} =lm

— —/
1 l — 1 — <
store” i tinmem ml=p (5.9

(i32.store, A, L, 1) 2 L1

5.2.2 Composite Rules

We now introduce, in Eq. (5.10) to Eq. (5.16) our composite rules that
are guaranteed to terminate in at most L+ 1 derivation steps. Again, they
mirror their counterparts in the abstract semantics (see Section 4.5), but
with an explicit L + 1 bound of derivation steps under which termination
of the semantics in guaranteed.
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# o=~ ~\ _# noo
<C1)A)L)H> — L ZIH{ <C2aA1L)l’L(I)> — L ZVH{/
i=0 i=0

clc2#
=~

irpiun)

M=

~ _# ~
<C1;C27A1 L H> :>L+10:u(l)/+(
1

o
Il

(5.10)

n
(¢, Anop > L) Y i
i=0

block” =
(block btc,ALT) = 141 0: (WUR + Y (i—1): i
i=2
(5.11)

n
(¢, A, (Loop bte)> ) =5 3 ifif
i=0

n
(Loop bt e, A L) =5 111 0: (BHURD + Y (i—1): fY
1=2
(5.12)

loop”

_ TR
L(TI)—C <CaA1|'yl‘L> ==L Zl'ui
i=0

br#
~  # ~ ~ X
<br Tl,A,L,H> — L+1 (n+1 : (H(IJI—I H]’1+1)+ Z 1 H{)
i=n+2
(5.13)

(n)=c pop(H) =, v
~ # LN ~ ~ ~
(¢, A u) = > i:nf o U1 =1
i=0

br_if*
B . ~ # ~ ~ XL
<br—lfn1A1Lyl‘L> éL+10H1+(n+1(HJ)+ Z IH{)

i=n+2
(5.14)

{i’[locs + @ (;)][stack « nil] = i”
<C1 Ax {0 — nop}, ﬁ/l>_>é L I:\L/N

B Ty =
{i"[stack « fi’.stack | Vol[locs < fi’.locs] = i’
wl M 1 Voll M =1 5.15)

call”
=~

. ~ #
(calli, A, ) = =141 1
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—~ # —~
0GA L) =L

Aacc.Ax. =f

6 ALE) 5 LaceUR
Pop(ﬁ)/:\ﬁl,it M1t iri* = Ha, Vi
Uiz reftab(i) [1 € vi(i)} = In
{clixoxceA/_\)i:in*/\o:out*}zét
{iz[locs « @ (9;)][stack « nil] = {is
(fst(A(L) |i€In)=8; 6:N& =5
fold(f, 8, L) = fia
~ =
tg out™ =v,
Halstack < [y.stack | Vo][locs + Hy.locs] =’

call_indirect” 2
(call_indirect (inout*),A,,, ) == 41 1/
(5.16)

5.3 SOUNDNESS OF ABSTRACT BOUNDED SEMANTICS

In this section, we tackle issue (i) of our proof schema (see Section 5.1):

proving that the bounded version of our semantics soundly approximates
all L-long concrete derivations.

Theorem 3 (Soundness of bounded semantics). For any S C ST, « :
P(ST) — ST#, v : ST# — P(ST), and for any w € Sif (c, A, i, 1) = 1’
can be proved with at most L derivations, then (c, A, , x(S)) Z, L i/ and
n ey

Proof. Let S C ST and @ = «(S). We prove by induction on L that for
any u € S, if (¢, A, ,u) = p’ can be proved with at most L derivations

then (¢, A, 1, fi) =& 1 i’ and p’ € y(i').

BASE OF THE INDUCTION (L=1). If (c,A,,u) = p’ has been proved
with a single rule, it means we have used one of the axioms in the
concrete semantics of Section 4.4. This means one of the following cases
should be considered:

(c=nop) Directly from rule Eq. (4.18), we have that:

<nop7A7 L’ u> :> u

By applying rule Eq. (5.2) we have that:

<DOp,A, L OC(SD :#> 1 ﬁ

Finally, since pu € S and @ = «(S), directly from the definition of «
and 'y we have that p € y(it).

(c=return) From rule Eq. (4.27), we have that:

(return, A, ,u) = 1

By applying rule in Eq. (5.3) we have that:

79
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<1’10p,A, L LX(S)> :#> 1 /}l
Since p € S and g = «(S), directly from the definition of « and y
we have that p € y(f).

(c=drop) Directly from rule Eq. (4.28), there exists pn’ and v such that
pop(p) = p',v, and

<drop)A) L) H> :> u/

By definition of « and y, and from the assumptions that p € S and
B = «(S), we have that there exists {1’ and V such that pop(Qi) =
i, vand u' € y(n'). The statement follows by apply rule Eq. (5.4):

<drop,A, L (X(S» :#> 1 ﬁ/

(c=1i32.const n) From rule Eq. (4.29), there exists v and p’ such that
[n]u =v and push(u,v) = p’ and

(i32.const n, A, u) = '

By applying rule Eq. (5.5) we have that:

-~/

(i32.const n,A L, «(S)) = U

where i’ = push(Q, «({v})). For any S C ST and for any value
v, we have that a(push(S,v)) = push(«(S), x({v})). Hence, ' €
y(R').

(c=i32.binop) From rule Eq. (4.30), we have that there exists p’,
w’, w”, v, v and v" such that pop(u) = u',v, pop(n') = pn”,v/,

" and

binop(v,v’) =v”, push(pn”,v") =pn

(i32.binop, A, L,p) = pn”

since u € S and U = «(S), there exists p/, 0", 0, v, v/ and v”
such that pop(fl) = @', , pop(f’) = §”,v’, binop(v,v') = v,
push(p”,v"”) = @”. Moreover, due to the soundness of pop,
push and binop we also have that u’ € y(g’), n” € y(i”’) and

u”" € y(n"). Finally, by using rule Eq. (5.6):

(binop, A, 1, «(S)) = 1 fif

(c=1i32.unop) From rule Eq. (4.31), we have that there exists u’, u”, v
and v’ such that pop(u) = 1/, v, unop(v) = v/, push(un/,v’) = n”
and

"

(i32.unop, A, pu) =
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since p € S and 0 = «fS) there exists i/, p”, v and v’ such
that pop(ft) = i/, v, unop(v) = V’, push(it/,v’) = @”. Moreover,
due to the soundness of pop, push and unop we also have that
W € vy(p') and u” € y(g”). Finally, by using rule Eq. (5.7):

<Ul’lOp,A, L “(S)> :#> 1 ﬁ/

(c=132.1load) From rule Eq. (4.32), we have that there exists u/, u”,
a such that pop(p) = 1/, @, push(p’, u’.linmem(a)) = n” and

"

(132.1oad,A, 1) =

since w € S and g = «(S) there exists i/, 1" and a such that
pop(f) = 0/, q, push(ﬁ’,ﬁ’.liﬂl\em(a)) = U”. Moreover, due
to the soundness of pop, push and the .liﬁn?m(.) lookup we
also have that u’ € y({i’) and u” € y(t”). Finally, by using rule
Eq. (5.8):

(i32.10ad, A, x(S)) =1 1

(c=132.store) From rule Eq. (4.33), we have that there exists p’,
n”, n”, v and a such that pop(n) = p',v, pop(p') = n”,q,
w” linmemla\v] = u”" and

"

(i32.store, A, L,p) = 1

since i € S and i = «(S) there exists i/, i/, @’”/, a and v such that
. More-

! 3!

pop(ii) = i, 9, pop(i') = i”, @', {i” linmem[@\?] = fi
over, due to the soundness of pop and the d operation .lin/m\em[.\.}
we also have that u’ € y(f’), &’ € y(i”) and n'” € y(”"). Finally,
by using rule Eq. (5.9):

(i32.store, A, &(S)) 2, 10
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Soundness of (cy;ca).

<C1aAa L l"L> — W
= {IH}

A € y(p)

~ B &
<C1aAaL7|"L> ==L ZIH{
i=0

— {Concrete Semantics}

<C27A7 L H1> = H/
— {IH}

P A’ e v(ig)
<C27A7 Lyﬁ(/)> — L Z 1ﬁ{/
i=0
— AW €v(iiy)

~  # noo
(c1y¢2,A, L, H) = 141 i:py
i=0

Soundness of (block).

!

(c,A,nop > ,u) = u
— {IH}

p— Au' e vy(ig)
(c,A,nop> L,H) = > i:1f
i=o

— {Abstract Semantics}

n
(block bt e, A, ,f) = 111 0: (WURY) + 3 (i—1) i
i=2

1

and p' € y(fip U f})

Soundness of (1oop).

(c,A,(Loop btc) > ) = W
= {[H}

— AW €v(ig)
(c,A,(loopbtc) > LH) = > i:u!
i=0
— {Abstract Semantics}

n
(Toop bt ¢, A, L) = 141 0: (MHUTY) + Y (1—1) i
i=2

and p' € y(Hg U fg)
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Soundness of (br).
(i =c (A L) = w
(brm, A, ,u) = '
— {IH}

— AW € Y(EEUTL,)
<C)A)L)I‘\L> — L Zlﬁ{
i=0

— {Abstract Semantics}

~ # ~ ~ X
<br H,A,L,H> :>L+1 (n+1(H6uH;L+1)+ Z IH{)
i=n+2

and ' € y(Ro Uy, ,)

Soundness of (br_1if). First part:

pop(w) =u',v  (v=0)

(br_ifn,Ajuu') = @/
—> {Def. «,v,Def. pop(.)}
(*) pop(H) =H1,VAVEYV)

— {IH}

A # I .
<61A1Laul> — L Z‘LH{
i=0

— {Abstract Semantics}

MU =

(br ifmAGQ) =5 0:fiy+(m+1:()+ Y i:q)
i=n+2

and p' € y({i)

Second part:

pop(p) = u,v  (v#0)

<br—lf nrA) L H1> = H/
= {Def. «,v,Def. pop(.)}
(*) pop(i) =1, VAV EYWV)

— {IH}

~ # S
<C1A1L1|’11> — L le’l{
i=0

— {Abstract Semantics}
o U ﬁ;wl = ﬁ)'

x
(or_if n,A, 4, 1) #, O:fi+(n+1:(w+ > i:p)
i=n+2

and 1’ € (1)
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5.4

54.1

Soundness of Call. If (calli,A,,n) = '’ (Equation (4.25)):
1. AQ) =Ty x T, X c;

2. utTi=p' x vi;

3. u/[locs « (D(\7>i)] [stack < nil] = n”;

4. (c,A,{0 — nophu") = u"

5.0t T =V

6. u"[stack + p'.stack ¢v_o>} [locs < p'.locs] = u””.

Moreover, from the fact that u € y(i), due to inductive hypotheses
and due to definition of functions « and vy:

= =
LGP To=0 x v and %{ € y(Vi);
_>
2. [W'locs < @ (Vyi)llstack < nil] = p” and p” € y(n");

3. {c,A,{0 — nop}, n") N L and p” € y(fd");

4. H//// c ’Y(/ll(/)”/)~

O

Soundness of call_indirect. The proof follows exactly as in the previous
case by the inductive hypotheses, and by observing that if

" then there exists an in-

(call_indirect (inout*),A,,pn) = pn
dex function i referenced by the content in the top of the current stack
in u. Indeed, since u € y([t) it means that an abstract value containing
the same reference is on the top of [t and The abstract semantics of
call_indirect(in*out*) is obtained as the folding (see Definition 38)
of the abstract evaluations of all the function indexes resolved the afore-
mentioned abstract references that are coherent with the requested type

(in*out*). O
TERMINATION AND SOUNDNESS OF FIXPOINT SEMANTICS

Termination of fixpoint semantics

This section tackles point (ii) of our proof schema, introduced in Sec-
tion 5.1, that is, to prove the termination of our fixpoint semantics for
all possible derivations. We already defined our fixpoint machinery as

... # # . . .
two labeled transitions — and %, with the respective rules described in
Section 4.5.2.

Theorem 4 (Termination of the fixpoint semantics).

Ve) K, ¢, Aa L II

n
0,kk (A L) 2 (Y i),k g
i=0

always terminates.
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Proof. Let us assume that there exist 9, k, ¢, A, (, (L such that there exist
a series of infinite derivations of = from 0,k F {c,A,,,{i). This is
possible only if the rules call, call_indirect, or loop are applied infinitely
often.

Consequently, rules iterl-4 and fix3-4 are applied infinitely often.
However, this is not possible. Indeed, since the program is finite and is
finite the number of variables and memory locations, eventually, a stable
result is reached due to the application of the widening operators'. Hence,
either rule fix1 or fix2 is applied, and the derivation terminates. O

Soundness of fixpoint semantics (w.r.t. bounded semantics)

Having proved termination in the preceding section, in this section we
focus on proving point (iii) of our proof schema (see Section 5.1). After
this proof, we can combine them all to prove the original assertion of
soundness of the fixpoint semantics w.r.t. the concrete semantics.

Theorem 5 (Soundness of fixpoint semantics w.r.t. Bounded semantics).
n n
Ve, L,A,ﬁ,Zi:ﬁ{,Zi:ﬁ{’
i=0 i=0

n

(841 20 17 and
i=0
# n
67 K l_ <C7Ar L1ﬁ> —° (Zi:ﬁ{/)”(/yg
i=0

n n
such that Zi:ﬁ{ C Zi:ﬁ{’
i=0 i=0

That is, for all post-fixpoints proven by the bounded semantics, there exists a
corresponding post-fixpoint proven by the fixpoint semantics that is greater
or equal.

Proof. The proof proceeds easily by induction on the bound L of =N L
and by observing that for any 6, «, ¢, ¢, 1, i1, Hz2, i1, U5, g, k' and k" if

0, klc/,V, T = W F (, A, fl) 2> (ioi 1)), k', g then
iz
0, klc’,V, iy — T F (c, A, L, [1) N (ioi:ﬁi”),KN’QH and
tpm
(ioi ) C ('ioi : 1{’). This property follows directly from the defini-
til(;n of :#> (;.:g., fixpoint semantics). O
Theorem 6 (Soundness of the fixpoint semantics).
Ve, LA e Y1)

n
if (c,A,,n) = p then 0,k F (c,A,, ) #, (Zi:ﬁi),K’,g
i=0

such that p' € y(1g).

INote that the stack widening operator
Vsk uses an upper bound operator to
force ascending chains of recurrent calls.
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We prove Theorem 6 by combining the proofs laid out so far. Fol-
lowing the proof schema Proposition 1, we proved: Theorem 5 (e.g.,
soundness of bounded semantics); Theorem 4 (e.g., fixpoint seman-
tics always terminates), and Theorem 6 (e.g., soundness of the fixpoint
semantics w.r.t. bounded semantics).

Proof. By combining Theorems 4 to 6:
Let us assume that there exist 0, k, ¢, A, t, 1, i such that p € y(@n), if

¢, A L) = o

n
and (c,A, 4, i) 2, L (Zi:ﬁ{)

i=0

mn
and 0,k F {c,A, 4, [t) 2, (Zi:ﬁ{),K’,g

we prove that, since p € y(it), and N L soundly approximates —

(e.g., = C i> 1), and é C é L, therefore — C é LC é

and, as such, — C 2, O

We follow the formal proof of Proposition 1 with a paragraph con-
taining an intuitive explanation of why the fixpoint semantics soundly
approximate the concrete semantics.

INTUITION ON SOUNDNESS OF FIXPOINT SEMANTICS. At the beginning
of each derivation of the fixpoint semantics (e.g., rule fix4) under a

#
newly updated 0’, we request a fixed point iteration by %. Each rule
of % performs a step S with :> producing a Z i:ul),k’,g. Case

iter] (e.g., no back-edge discovered) does not contrlbute to this proof,
so we ignore it. We then look up on k’ on all cases of iter2-4, obtaining
the information gathered so far about the known converging executions,
starting from | (e.g.: seeded by rule fix3 when it detects a true back-edge).
After performing step S, we widen the previously known knowledge with
the freshly discovered one via V, that over-approximates the abstract
join and enforces a finite height (e.g., the plus/minus infinite bounds)
on infinite-height domains. If this does not yield a growing result, the
iteration for this call returns a bottom, and we know that this abstract
interpretation will diverge, hence the concrete interpretation diverges as
well.

In the concrete realm, we would just consider the newly discovered
information, if any, so this proves that we do not lose soundness when
applying the V operator: we are merely collecting all information as if it
were a join allowing for guaranteed (and accelerated) convergence.

This request for iteration is applied recursively (e.g., recursive call

to qﬁ in iter4) with the widened result marked unstable in «” until
the result stops growing (e.g., the old result is included or equal to the
widened one, done in the C constraint in iter2-3). The analysis of the
cardinality of g, and the manipulation of g in iter3, are necessary to
enable this machinery to work with not only 1-recursive structures but
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all k-recursive structures, keeping track of which result of calls to the
interpreter stopped growing.

This proves that a result cannot indefinitely grow, and the fixpoint
iteration terminates when the result stops growing, and, due to the
properties of the widening, that it is sound w.r.t. the concrete realm.






6.1

6.1.1

From in Vitro to in Vivo

DIRECT IMPACT

Taking the analysis from in vitro to in vivo, from a paradigm of closed
modules to modules interacting with an environment, requires first a
deeper understanding of what changes from the two paradigms. This
chapter will attempt to close this gap, better explaining the concepts
hinted in Sections 1.4 and 2.3. In particular, we will cover how the host
can directly impact the module state, and how it can indirectly mutate
it via callbacks. The examples of direct impact described in this chapter
will be the possible interactions of JavaScript and WebAssembly, via the
WebAssembly JavaScript API'.

Linear Memory

When a WebAssembly module exports its linear memory, the host can ac-
cess and mutate it via typed array views (e.g., Uint 8Array). This shared
memory buffer serves as a direct channel through which JavaScript can
read and write values that affect module computation, as shown in
Listing 6.1.

const memory = instance.exports.memory;
const view = new Uint8Array(memory.buffer);
view[0] = 42;

Listing 6.1: Direct memory manipulation.

First, the exported memory object is accessed, then the buf fer object
it contains is used to create an array view. The modification to view
in the example in Listing 6.1 immediately impacts the WebAssembly
module, as memory instructions (e.g.: 1oad, store) reference the same
buffer accessed via memory .buffer. Consequently, JavaScript’s direct
writes to memory likely will influence the logic and control flow within
the module. This first example shows how two different hosts coupled
with the same module might produce drastically different behaviors.

“If you know the enemy and know yourself;
you need not fear the result of a hundred

battles.”

—Sun Tzu, The Art of War.

IThttps://www.w3.org/TR/
wasm-—Jjs—api-2
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6.1.2

U A WN -

Reference Table

Modification of exported reference tables directly impact what functions
are called via call_indirect.

const table = instance.exports.table;
table.set (0, someExportedFunction);

Listing 6.2: Direct table manipulation.

Listing 6.2 shows how an exported reference table may be directly
altered. Modifying a reference table dynamically rewires the dispatch
behavior of the module, allowing the host to redefine the module’s inter-
procedural control flow at runtime.

Globals

Exported global variables are also part of what can be read and reassigned
through the host. This provides another route for state manipulation, as
shown in Listing 6.3.

const globalVar = instance.exports.counter;
globalvVar.value = 10;

Listing 6.3: Direct global manipulation.

As oftentimes globals serve as flags, counters, or configuration toggles
within the module, changing them externally may affect subsequent
module execution, enabling reactive and externally-driven computational
behavior, which can hinder the capability of an analyzer to produce both
sound and complete behavior.

Injection

Though not a direct mutation in the strictest sense, WebAssembly allows
importing functions defined in the host that the WebAssembly module
invokes. These functions can perform side effects or alter shared state
from outside the module. These functions can also be injected, as shown
in Listing 6.4.

const imports = {
env: {
toggleFlag: () => { instance.exports.flag = !instance.exports.flag; }
}
};

;
const instance = await WebAssembly.instantiate(module, imports);

Listing 6.4: Behavior injection.

The module remains agnostic to the implementation details, but the
host retains full control over the behavior of these imported functions. In
effect, JavaScript acts as an authoritative controller of behavioral state,
capable of intercepting or injecting logic during execution.
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CLOSING REMARKS ON DIRECT IMPACT The aforementioned direct muta-
tion vectors demonstrate how analyzing a module without consideration
of its context can be meaningless, as the host can significantly impact the
module’s state due to the weak encapsulation mechanism of WebAssem-
bly. The techniques known in the library analysis field, such as the one
proposed in [KM19], may be applicable. Such techniques might fall short
when there is either a lack of knowledge about the host application that
will operate a given WebAssembly module or an interest in analyzing a
specific family of host-module applications.

CALLING AND CALLBACK IMPACT While Section 6.1 discussed how the
host code can directly impact the module state, there is also the possibility
that the host could be calling exported functions, or having imported
functions call back exported functions. In an assembly-like language it is
almost a guarantee that, if a function in the module is called, this action
will impact the global state, in particular the linear memory.

METHODOLOGIES OF ANALYSIS COMPARED

With added knowledge of how different host code can impact the se-
mantics of a host-module application, we expand what we stated in
Section 2.3.2 (Inconclusive or Unsound?) regarding possible ways to an-
alyze WebAssembly applications. We briefly recall how we can approach
analyzing a WebAssembly application:
(i) assume nothing is known about the host;
(ii) analyze the module under a set of assumptions about host behavior
that, if held, make the analysis result sound;
(iii) provide information about host behavior that the analyzer can
leverage.
In light of the information in Section 6.1, approach (i) is, clearly, not
a viable option. Option (ii) is an attractive option if we are concerned
about analyzing a module as if it were a library, without knowledge of
what possible hosts might use it. We explain this analysis methodology
in Section 6.2.1. If instead our use-case is a specific host or family
of host programs, an analysis methodology similar to (iii), or even a
multi-language analysis, might be best suited, especially if we plan on
leveraging the freedoms WebAssembly allows for. An additional viable
option might include the verification of host code performing actions that
fall under the direct impact category or, even better, automatically produce
a behavioral specification by analyzing the host code. Specifically, the
assumption of a Reasonably Most General Client [KM19] in the context
of WebAssembly, as used in [Bra+23] does not capture a host writing to
exported tables and memories.

[KM19] Kristensen and Moller,
“Reasonably-most-general clients
for JavaScript library analysis”

[Bra+23] Brandl et al., “Modular Abstract
Definitional Interpreters for WebAssem-
bly”
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Mgller,
clients

[KM19] Kristensen  and
“Reasonably-most-general

for JavaScript library analysis”

[Rin+07] Rinetzky et al., “Modular Shape
Analysis for Dynamically Encapsulated
Programs”

[AKS15] Allen et al., “Combining type-
analysis with points-to analysis for ana-
lyzing Java library source-code”

[Ste96] Steensgaard, “Points-to Analysis
in Almost Linear Time”

[ALO5] Andersen and Lee, “Program Anal-
ysis and Specialization for the C Program-
ming Language”

[Bra+23] Brandl et al., “Modular Abstract
Definitional Interpreters for WebAssem-
bly77

6.2.1

6.3

Reasonably Most General Clients Explained

Reasonably Most General Clients, RMGCs, are a concept introduced in
[KM19]. They are a restricted version of Most General Clients (MGC)
[Rin+07; AKS15] respectively developed for reasoning about heap struc-
tures and points-to ([Ste96; ALO5]) analysis for Java libraries. MGCs are
a set of assumptions that are made to allow for library analysis. Analyzing
a library substantially differs from the more straightforward program
analysis, as there is no knowledge of what a client may do with the library
under analysis. MGCs are a default safe assumption about client behavior
that allows the abstract client to use a library in any possible way. This
approach is generally applicable to the analysis of languages that have
strong encapsulation mechanisms. RMGCs were instead designed as a
similar solution that restricts the behavioral freedom of languages with
weaker encapsulation mechanisms. To be specific, RMGCs are tailored
to JavaScript library analysis, but their theory applies to other dynamic
languages as well, that, for instance, allow overwriting library functions.
In this context, the freedom of MGCs would allow for actions that would
be too impactful to have meaningful analysis results in general, and in
the context of library usage, would be unrealistic.

In the context of WebAssembly, in [Bra+23] the authors use a RMGC
that simulates host calls and exercises all interleavings of all exported
functions in a loop. In each loop iteration, all exported functions are
interpreted in isolation and their results joined to update the analysis
state. The fixpoint algorithm iterates this loop until the analysis state is
stable. The final states produced by the analysis soundly approximate all
possible sequences of exported functions. Noting that a WebAssembly
host can also write to exported tables and memory, the RMGC they
adopted does not capture this behavior, which may cause the analysis
result to be unsound for such clients.

A FIRST PROPOSAL

All we have just said reinforces the fact that we must know the aim of
an analysis in order to perform practical and fruitful analyses. Under-
standing if the subject of an analysis is a library or library-like, methods
like [KM19] employed by [Bra+23] are viable, trading soundness for
practical precision, as such assumptions made by RMGCs make sense in
the context of a library-like usage, and it is generally unknown how a
developer might use such a library. But, if the target of an analysis is a
specific WebAssembly-based host/module application, unless the host
behaves as an RMGC, the analysis is bound to be potentially unsound,
especially if there are hand-crafted functions that directly manipulate
the memory/tables state. These are native features of WebAssembly and
WebAssembly’s JavaScript API and should not be ignored. Given these
issues, the use case we are interested in exploring is a bit related to multi-
program analysis, and a first stepping stone to move in that direction is
to analyze WebAssembly code by providing the analyzer with knowledge
of the semantics of the module. In a nutshell, a tool like sturdy [Bra+23]



cares about library-like WebAssembly. In the next chapter, we will intro-
duce our proposed in vivo approach. Our approach focuses on analyzing
specific and well-defined applications, allowing for a guarantee on sound-
ness under the assumption of a correctly specified semantics and possibly
enhanced precision in light of semantic knowledge.

A FIRST PROPOSAL
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7.1

7.1.1

wassilly

PREAMBLE

This chapter presents the more technical contribution of this work, was-
silly [PRL26]. We introduce wassilly’s design choices, its functionalities,
its Domain Specific Language for modeling external dependencies, and
comment on its performance compared to similar known tools. We will
also address its limitations, how to mitigate them, and the lessons learned
from this work. Lessons that can help shape the future of analyzing We-
bAssembly code.

PILLS ON THE DESIGN OF WASSILLY

At its core, wassilly (WebAssembly Ain’t So SILLY) [PRL26] performs
value analysis. Recalling Chapter 2, value analysis is necessary to con-
struct a precise call graph for Wasm. Alternative approaches, such as
Class Hierarchy Analysis [DGC95], or similar approaches [BS96; TP0O],
or reference set-based points-to analysis [ALO5; Ste96; BS16], are not
viable when applied to Wasm due to its lack of nominal typing, dynamic
dispatch through tables, and access to arbitrarily-addressed linear mem-
ory. wassilly does whole-program analysis: possible entry points to the
Wasm module are deduced, first by looking for a start function if
present, then by observing the exports section in the module. During
the analysis the function calls are accumulated in a graph. wassilly does
not provide any proof of the absence of runtime errors that may arise.
Computations that would yield certain errors (i.e., division by constant
0) are instead represented as L, as detection of runtime errors is not of
interest to this work.

Intended Use of wassilly

Any analysis performed by wassilly begins with two key inputs: a We-
bAssembly module and, if imported resources are present, a mandatory
specification file. The specification encodes behavior and memory con-
tent of the external dependencies of the module, such as imported or
injected functions or external state (i.e., values for imported globals).
The specification language is described in Section 7.2. Besides the writing

“It’s over, Anakin. I have the high ground.”
—Obi-Wan Kenobi, Star Wars: Episode III.

[PRL26] Paccamiccio et al., “wassilly:
Spec-enhanced Call Graph Analysis for We-
bAssembly”

[DGCY5] Dean et al., “Optimization of
Object-Oriented Programs Using Static
Class Hierarchy Analysis”

[BS96] Bacon and Sweeney, “Fast Static
Analysis of C++ Virtual Function Calls”

[TPOO] Tip and Palsberg, “Scalable
propagation-based call graph construction
algorithms”

[ALO5] Andersen and Lee, “Program Anal-
ysis and Specialization for the C Program-
ming Language”

[Ste96] Steensgaard, “Points-to Analysis
in Almost Linear Time”

[BS16] Balatsouras and Smaragdakis,

“Structure-Sensitive Points-To Analysis for
Cand C++”
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7.1.2

of the specification, the analysis proceeds automatically and outputs a
call graph, that can then be used for further analysis.

Component Architecture

wassilly is structured into interconnected components, organized in a
layered architecture, that we show in Figure 7.1. Following, we introduce

the major components.

Front-end Layer

CLI

Orchestration Layer

—

g Analysis Orchestration

Interpretation Layer

A

Wasm Interpreter

A
Control Flow Spec Interpreter -

L

{Abstract Semantics

Fixpoint Layer

Fixpoint Iterator

Y

Abstract Domain Layer

Memory State <+——  Answer Domain

e

APRON Interface }4—

\\

—[Variable Memory} {Reference Table

A

A

Linear Memory

FIGURE 7.1: Component architecture of wassilly. Orange components are public, black
components are private. Black and blue arrows represent intra- and inter-layer component

interactions, respectively.



Front-end Layer

CLI The command-line interface is a front-end for interacting with was-
silly, accepting WebAssembly binary files, specification files, and output
configuration parameters. This component handles argument parsing
and invokes the high-level analysis orchestration.

Orchestration Layer

ANALYSIS ORCHESTRATION The analysis orchestration module coordi-
nates the overall analysis workflow. Internally, it uses subcomponents
that handle abstract state initialization and parsing. Besides that, it
interacts with the interpretation layer for analysis requests.

INITIALIZATION The initialization module is a subcomponent of the analy-
sis orchestration component, and it is responsible for setting up the initial
abstract state of the WebAssembly module, including memory initializa-
tion, global variable initialization, and table initialization. It processes
data and element segments, as well as pre-invocation specification rules.
To this end, it interacts with the interpretation layer via the orchestration
module.

PARSING MODULE The parsing module is a subcomponent of the analysis
orchestration component. It is solely responsible for parsing the Wasm
bytecode and the specification file.

Interpretation Layer

WASM INTERPRETER The Wasm interpreter component walks the syntax
tree of parsed Wasm programs and delegates the instruction semantics
to the abstract semantics subcomponent. It interacts with the fixpoint
iterator to detect possibly recursive calls to the interpreter. Besides that,
it interacts with the memory state and answer domain components.

ABSTRACT SEMANTICS The core abstract interpreter implements the
transfer functions for WebAssembly instructions, operating on abstract
memory states and answers, from the abstract domain layer. It evaluates
the big-step abstract semantics of WebAssembly bytecode. Delegates
non-linear control-flow handling to the control flow subcomponent, and
fixpoint construction to the fixpoint layer. Individual instruction seman-
tics are implemented for most of the WebAssembly instruction set.

CoNTROL FLOW The control flow module handles complex control flow
constructs: branching, conditionals, and especially stack manipulations
within the abstract interpreter. It implements path-sensitive analysis
through abstract domain filtering on conditional branches.

SPEC INTERPRETER The specification interpreter module interprets speci-
fication terms and transforms the abstract state accordingly during the
interpretation. As such, it interacts with the memory state component.

PILLS ON THE DESIGN OF WASSILLY 99
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[JMO09] Jeannet and Miné, “Apron: A Li-
brary of Numerical Abstract Domains for
Static Analysis”

[Min06] Miné, “Symbolic Methods to En-
hance the Precision of Numerical Abstract
Domains”

7.1.3

Fixpoint Layer

FIXPOINT ITERATOR The fixpoint iterator implements the core fixpoint
computation algorithm using chaotic iteration with widening. It handles
analysis of recursive functions and loops and ensures termination of the
analysis. It interacts with the following components: Wasm interpreter,
memory state, and answer domain.

Abstract Domain Layer

APRON INTERFACE The APRON [JMO09] domain interface provides a
wrapper around the APRON library’s abstract domains, exposing opera-
tions such as join, widening, meet, constraint filtering, and assignments.

MEMORY STATE The memory state is a product abstract domain rep-
resenting the complete state of a WebAssembly program execution. It
consists of four sub-components:

* Operand Stack: Abstract representation of the WebAssembly value
stack.

* Variable Memory: Numeric abstract domain for local and global
variables.

* Linear Memory: Byte-addressable memory abstraction.

* Reference Table: Abstract representation of function reference
tables.

ANSWER DOMAIN The answer domain represents analysis results as a
combination of natural continuation state, branch states for each live
label, and return state. In our theory, this corresponds to the sequence of
abstract states.

Symbolic Enhancements for Operand Stacks

wassilly presents a minor deviation from the semantics presented in
Section 4.5 in how it treats abstract operands. We use symbolic constant
propagation (see [Min06]) to enhance the precision of the operand
stack and allow for some degree of relational properties, even if the
underlying abstraction is based on intervals. This approach of avoiding
directly evaluating WebAssembly expressions into values allows us to
use filtering’ functions (i.e. applying constraints to the abstract domain
Section 3.3.9) that can greatly, and positively, affect the precision of the
analysis in the presence of conditionals with little added costs. Another
added benefit consists in possibly discarding unfeasible execution paths,
possibly rendering the total analysis time smaller. We now explain how
the symbolically enhanced abstract operand stack works, first by intuition
and then in a more in-depth and formal way.

INTUITION The abstract operand stack requires the availability of an
underlying abstract domain representing program variables. Using refer-
ences to variables held in such a domain allows us to express relations as
symbolic expressions or constraints.

This is achieved in three steps:



(i) the result of evaluating any instruction that can never generate
errors is a symbolic expression or constraint;

(ii) when possible, we use symbolic expressions or constraints with
references to variables in the abstract domain to represent the
operands;

(iii) when a program variable, the assignee, is targeted by an assign-
ment, substitute all occurrences of such references to the variable
in the operand stack with the abstract value the assignee may hold,
then perform the assignment.

The first step is, on its own, a trivial performance optimization pass
that allows for fewer invocations of the property extraction feature of
the abstract domain. The second step helps the precision of the analysis
when performing join, widening, and meet operations, without increasing
the number of abstract variables, which will always be equal to the
number of in-context program variables. Finally, the third step ensures
the correctness of assignments: when a program variable is to be assigned,
its references in the operand stack are substituted with its abstract value
expressed as an interval, only to then perform the assignment.

7.1.4 Abstract Operands

BN N

Abstract operands represent an abstraction of operands in WebAssembly.
In our reformulation, presented in Section 4.2, operands correspond to
values. We lift this into an abstraction where an operand can be either a
symbolic expression representing a value, a symbolic Boolean expression,
or a bottom L, as shown in Listing 7.1.

type sym_operand =
| SymBoolExpr of sym_constr
| SymValExpr of sym _val % numeric_type
| Bottom

Listing 7.1: Symbolic-enhanced operands.

The existence of the SymBoolExpr constructor is justified by how
WebAssembly performs boolean evaluation, encoding t rue or false as
int 32 values holding non-zero or zero, respectively.

Both SymBoolExpr and SymValExpr express symbolic values, al-
lowing referencing variables in the abstract domain or to directly express
values as raw intervals. As mentioned in the intuition in Section 7.1.4
in point (ii), variable reads are treated similarly to references and, as
point (iii) states, for the sake of analysis correctness, operands contain-
ing references to the assignee need a reference-to-value substitution
before an assignment can take place. We describe the reference-to-value
substitution algorithm in Listing 7.2.

This naive implementation of our substitution algorithm recursively
searches for a given reference in a symbolic expression. We can signif-
icantly optimize its performance by tracking the pseudo-references a
given expression holds, reducing its time complexity with a relatively
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7.2

Function substitute (ref, symexp, abs_dom):
if symexp is Binop(l, op, 1) then
return Binop(substitute (ref, 1, abs_dom), op,
substitute (ref, 1, abs_dom))
else if symexp is Unop(o, op) then
| return Unop(substitute (ref, o, abs_dom), op)

else if symexp is Ref(r) then

if r = ref then
| return Const(abs_dom(r))

else
| return Ref(r)

end

else if symexp is Const(c) then
| return Const(c)

Listing 7.2: Pre-assignment substitution algorithm.

contained memory cost. We now define the abstract join LI and widening
V operators for symbolically-enhanced operands.

Definition 41 (Abstract operators for symbolically-enhanced operands).

01 if 01 = 02

di(o1) U ds(og) otherwise

(01,d1) U (02,d2) = {

01 if 01 = 02

(01,d1)V(0g,ds) =
1 da) 2 d2) {dl(Ol)Vdg(Oz) otherwise

where d(o) is the numerical property of expression o in domain d.

At first glance, the definition might seem counterintuitive. Indeed,
a new abstract domain d is never computed in the definition in Defi-
nition 41. This concern is instead handled by the computation of join
and widen for abstract states: the new d is computed after joining the
operands so that (structurally) equivalent symbolic expressions in d;
and d; are not lost during the transformation as intervals, improving
precision and keeping the pseudo-relational properties of symbolic ex-
pressions intact. Now, given that abstract operands have been endowed
with their widening and join operators, the join and widening operators
for the abstract stacks are, trivially, the application of either the operand
widen or join to each element of the two same-length sequences, yielding
a new one.

THE SPECIFICATION DSL

In this section, we introduce the DSL for external dependencies embed-
ded in wassilly. This language is designed with the specific challenges
of WebAssembly in mind. Wasm’s runtime does not enjoy strong encap-
sulation; by design, host code may be seen as the owner of a running
Wasm instance. It can influence instance semantics by direct manipu-
lation (i.e., injection, direct table mutation) or opaque imports. This
arrangement forces an analyzer either to make unsound assumptions or
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to fall back to overly conservative approximations. Our DSL provides a
middle ground: users can supply lightweight specifications describing
how each imported function affects module-visible state. These speci-
fications restore precision without necessarily requiring complete host
models (for instance, the user can provide a conservative specification),
enabling sound analysis of modules that depend on complex or partially
unknown hosts.

Program P = term”
Term term = func|def
| preinv sides’
| importobj term
Side effects sides = effecttg”
Target, Definition  tg, def = glob id type value
|  memory id value value type
| table id (value — value)

Function func t= funcid funsig impl
Func. Signature  funsig := param” — type"
Parameter param = name type
Implication impl = fix

|  when cond {impl} else {impl}
Condition cond = SYMBOLIC_CON+
Fixpoint fix := res sides” (calls fidx)"
Result res = type value
Wasm Type type = 132
Abstract Value value = [n;n] | SYMBOLIC_EXP
Identifier id,n,fidx = INT_LITERAL
Name name = STRING_LITERAL

Listing 7.3: Syntax of the specification DSL.

The syntax of our specification Domain Specific Language is shown
in Listing 7.3. A program specification is a sequence of term statements.
There are four possible terms: func, def, preinv, or importobj. We will
describe each of them in the following section, with corollary examples.

Terms

FUNC The func statement is used to define summaries for imported
functions in the form of conditionals, each associated with its fixpoint.
Conditionals allow the application of constraints (linear inequalities)
on the abstract state to improve precision. The result of the call to the
specified function is then computed by joining the result of the condi-
tional evaluation. A function specification (e.g., func id funsig impl)
is characterized by the func keyword, an identifier, the function signa-
ture (using WebAssembly types), and an implication impl, constisting of
two sub-rules: fix, and the conditional form when cond {impl} else
{impl}.

THE SPECIFICATION DSL 103



104 WASSILLY

U AW N

O 0NN AW N =

The fix rule is composed by a triple consisting of: a vector of abstract
values or symbolic expressions representing the return values, a sequence
of effect statements, representing side effects and a call statement
carrying the indices of what functions calls should be added to the call
graph. fix is used to represent the end state of execution traces originated
from a call to an exported function, with the conditional form when
being useful in aiding precision. ef fect statements are quite trivial and
will be shown later in Section 7.2.3, as not to clutter the more relevant
constructs of this language.

We show incrementally more precise examples of basic specifications
of the Fibonacci function with the rules we have introduced so far.

func fibStub ([param i32 x] -> [i32])
132 [0;PINF] calls 0

Listing 7.4: A loose definition of the Fibonacci function in our DSL.

In Listing 7.4 we only state that the evaluation of fibStub returns
the interval [0; +o00] and calls 0, which corresponds to the index of the
fibStub function.

func fibStub2 ([param i32 x] -> [i32])
when x 0 { 132 [0;0] }
else {
when x = 1 { i32 [1;1] }
else { 132 [1;PINF] calls 0 }

Listing 7.5: A more precise definition of the Fibonacci function in our DSL.

In addition to the capabilities of the specification in Listing 7.4, in the
specification of Listing 7.5, the parameter x is compared to 0 and 1 so
that a potentially more precise result can be obtained. For instance, if we
were to evaluate this specification with x equal to [0; 1] we would obtain
a return value of [0; 1].

func fibPrecise ([param 132 x] -> [i32])
when x >= 0 {
when x = 0 { 132 [0;0] }
else {
when x=1 { i32 [1;1] }
else { 132 [1;PINF] calls 0 }
}
}
else { i32 L calls 0 }

Listing 7.6: An even more precise definition of the Fibonacci function in our DSL.

In Listing 7.6, parameter x is also checked for being greater or equal
to O to provide a result, else 1. These examples should highlight how
expressing this kind of summary using conditional fixpoints might be
beneficial for precision with little added cost.

DEF Rule def, definition, is comprised of table and glob, and are used
to define the contents of imported tables and global variables respectively.
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IMPORTOBJ importob7 is the statement used to define objects that are
to be imported in an already compiled module. To distinguish this from
a WebAssembly import statement, we dub this interaction injection.
Injection happens in one of the benchmarks from [Leh+23]. The host
code portion of interest can be found in Listing 7.7.

const bin = fs.readFileSync('./main.wasm');
const impObj = {
'host': {
'print': (arg) => {
console.log(arg);
}I
}l
};

const r = await WebAssembly.instantiate(bin, impObj);

Listing 7.7: A function is injected in a pre-compiled WebAssembly module.

The benchmark injects a printing function console. log, that we
know does not alter the state and returns nothing. We can express this
interaction in our DSL with the code in Listing 7.8.

importobj func print ([param i32 x] -> [])

Listing 7.8: Function injection in wassilly’s specification language.

PREINV The preinv (pre-invocation) rule allows for the specification of
a sequence of ef fect statements. These are used to model side effects
happening between the creation of the instance and running the module
from an entrypoint. In the host code of the same benchmark considered
before, we find a mutation performed by the host on the reference table,
highlighted in Listing 7.9.

result.instance.exports.table.set (
0, result.instance.exports.export2

)i

Listing 7.9: The reference table is modified by the host

We can model this behavior using preinv, as shown in Listing 7.10.

preinv effect table tab ( 0 -> 2 );

Listing 7.10: preinv in action. Note that tab is the exported name of the reference table,
and 0 — 2 means ‘set (index) O to 2. This action changes what function index O references.

Intuitive Semantics of the DSL

The semantics of the specification language in Listing 7.3 can be divided
into three groups: i) the ones performing assignment-like computations;
ii) the ones performing conditional computations with side effects; iii)
the ones injecting new objects into the module. The first group consists

THE SPECIFICATION DSL 105

[Leh+23] Lehmann et al., “That’s a Tough
Call: Studying the Challenges of Call
Graph Construction for WebAssembly”



106 WASSILLY

[KM19] Kristensen and
“Reasonably-most-general
for JavaScript library analysis”

Mgller,
clients

7.2.3

— e
= O 0 0N O AW N =

=
w N

7.3

of table, glob, preinv, and effect. effect and preinv allow
modeling side effects on known structures, whereas table and glob
are only used in the initialization phase, in which there is awareness of
a given table or global variable allocated in the module but no knowl-
edge of their initialization value(s). The second group consists of func,
intuitively used to define functions by constructing the summary of the
functions themselves and any downstream function call. The third group
consists of importob term alone, used to simulate the runtime injection
of an object that is never mentioned or allocated in the module.

Modeling WASI Syscalls

Although the opaque direct impact of imported JavaScript functions
(see Section 6.1) might be regarded as exceptional, WASI system calls
constitute a notable exception to this general rule.

In fact, their functionality regularly relies on manipulating the linear
memory of the model. We can state that, by design, and for efficiency rea-
sons, WASI syscalls are by definition violating the RMGC contract [KM19].
The good news is that these calls are easily identifiable and can be
modeled using our DSL. We show an example of such specifications for
args_sizes_get, args_get, and proc_exit in Listing 7.11. These
can all be modeled, easily, using ef fect statements performing memory
mutations (e.g., memmut) writing a given value of a given type to a
location (see line 3 of Listing 7.11). If a function is read-only w.r.t. the
module state, we can just state it is an identity w.r.t. the module state
with id.

# we assume a maximum arg size of 10.

func args_sizes_get ([param i32 x param i32 y] -> [132])
i32 [0;PINF]
effect memmut memory x [0;10] i32
effect memmut memory y [0;PINF] 132

func args_get ([param 132 x param i32 y] -> [132])
132 [0;PINF]
effect memmut memory x [0;10] i32
effect memmut memory y [0;PINF] 132

func proc_exit ([param i32 x] -> [])
id

Listing 7.11: Specifications of the WASI functions args_sizes_get, args_get, and
proc_exit.

EXECUTION MODEL

wassilly assumes a simplified execution model: the result of the analysis
is the join of the result of all the traces generated by separated analyses
starting from each possible entry point (e.g., exported functions).

This is contrast with the actual execution model of WebAssembly,
where the host code might be a mixed sequence of calls to the mod-
ule, and modifications performed directly on the module. We simplify
and propose this approach instead because, to our judgment, modeling
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the behavior of unknown resources and interactions represents a more
foundational challenge in the analysis of WebAssembly code.

This simplification is still pertinent because there is no fundamental
difference if functions in the module are invoked more than once by
the host: the resulting abstract state computed for the call to any given
function f can become input for the call to another function g. This can
include a pass where pre-invocation or post-invocation side effects are
applied using the mechanism used by the pre-invocation rule of the DSL.

Extending this simplified execution model to a more realistic one is a
matter of extending the DSL to model a sequence of calls from the host,
as opposed to using exported functions as entry points, or approaching
the analysis using a RMGC loop [Bra+23; KM19] (e.g., iterating and
joining calls to the exported functions until stabilization is reached).

In short, assuming our host performs the sequence of module in-
stantiation into (optional) side effects application into invocation, our
implementation is sound and can be extended to more unrestricted sce-
narios. Given this limitation, the evaluation of wassilly is, for now, only
relevant to “benchmark” programs, even though the analyzer is capa-
ble of analyzing, though without soundness guarantees, more realistic
programs.

EXPERIMENTS AND CONSIDERATIONS

In this section, we discuss the results of the experimental evaluation per-
formed against the benchmarks provided by [Leh+23] and compare our
analysis results against the ones produced by wassilly, sturdy [Bra+23]
and the rest of the tools already analyzed in [Leh+23]. Besides our im-
plementation, sturdy is the only other option for a static semantics-aware
analysis. In contrast, the analyzers compared in [Leh+23] restrict the
possible targets of indirect calls based on a type-based syntactic analysis,
or based on the mere content of e1em segments (e.g., the static represen-
tation of Wasm tables). A more in-depth discussion on the approaches
used by the various tools is available at Section 2.4 (WebAssembly Static
Call Graph Construction). Then, considering the implications stated in
Section 1.4 (Challenges in analysis of WebAssembly), we expand and
articulate considerations about how host-module applications can be
better analyzed.

Experimental Setup and Evaluation

The benchmark programs proposed in [Leh+23] cover all function indi-
rection concerns in WebAssembly. The authors provide a ground truth
containing the edges of the call graph, with knowledge of what edges
are actually reachable from potential entry points. We use this ground
truth to determine whether the analysis is sound and precise. On that
ground truth, we consider only reachable edges and vertices of the call
graph: this is a valid approach for constructing call graphs, as we cannot
traverse unreachable edges and can safely ignore them. In short, we
consider the set of reachable edges and the set of reachable functions in
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the ground truth Eg¢, Fg¢, and compare it for set inclusion to the results
of the analyses Eq, Fg.
Thus, we define the order relation necessary to obtain a sound analysis
as:
S:Egt CEqAFg CFq

and the relation necessary to obtain a precise (complete) analysis as:
C:]Eg‘t :_) ]Ea/\]th :_) ]Fa

All the tools under analysis, except for WAVM can generate a call
graph out of the box. WAVM instead just generates LIVM-lifted code,
and further analysis is delegated to LIVM’s built-in call graph analysis.
After a call graph is generated, it is compared against the ground truth
for soundness and precision.

The Benchmark Set

The set of benchmark programs of [Leh+23] aims to systematically
categorize the specific challenges in Wasm call graph construction. These
challenges are categorized as follows:

* EntryPoints: Wasm standard (e.g., start), and non-standard
(e.g., WASI start) initialization functions;

e HostCallbacks: host functions call module functions;

e TableIndirection: indirect calls are involved;

* TableMutation: reference table is mutated by the host;

* TablelnitialState: the host initializes the table (e.g., it controls the
table offset value);

* LowLevelTypes: types are low-level and imprecise;

* TableIndexValue: table index values (e.g., emulating function
pointers) are hard to identify and determine statically;

* MemoryMutable: linear memory is writable everywhere, even
data that typically do not change during execution are potentially
mutable;

* MultiPL: binaries are compiled from different source languages,
there is no standard library.

Some challenges are self-explanatory; therefore, we will explain only
the non-obvious ones in more depth. TablelnitialState refers to statically
unknown table initial state, due to an unknown initialization offset value.
For instance, this offset value may be an imported global variable (see
benchmark 10). LowLevelTypes refers to the low-level typing of Wasm
offering limited help for call graph construction, as opposed to stronger
types typical of object-oriented languages: an intuitive example would
be C types size_t, const char =*, and int, all compiled in Wasm
as int32. MultiPL refers to the fact that Wasm is a compilation target
for many different languages. Analyses that assume certain language
features, e.g., vtables, in binaries compiled from C++ (see benchmark
24), are not applicable to all binaries.

In Table 7.1 we give an overview of all benchmarks (1 to 24), together
with the respective challenges for call graph construction. Each binary
can have one or more challenges.



TABLE 7.1: A summary of the features used in benchmark programs under analysis.

#  Description Challenges
1  Simple direct call  direct-call-simple
2 Transitive direct call  direct-call-transitive
3 Direct call to imported function
direct-call-imported-func
Implicit entry point: Wasm start section X
& entry-point-start B KRS
5 Implicit entry pgint: WASI start function EntryPoints
entry-point-wasi
6 ;lmported host code calls exported function HostCallbacks
ost-callbacks-exports
- Functions in exported table are reachable HostCallbacks
host-reachable-table-export TableIndirection
8 Functions in imported table are reachable HostCallbacks
host-reachable-table-import TableIndirection
. TableMutation
9  Table is mutated by host  host-code-table-mutable TableIndirection
10 Table init. offset is imported from host TablelnitialState
table-init-offset-imported-global TableIndirection
Memory init. offset is imported from host TableIndirection
11 .. .
memory-init-offset-imported-global
Functions must be in table for indirect call TableIndirection
12 5 )
indirect-call-func-in-table
13 Types can constrain indirect call targets LowLevelTypes
indirect-call-type-based TableIndirection
14 Constant table index value TableIndexValue
indirect-call-index-expr-const TableIndirection
15 Idx. value data-flow through local variable TableIndexValue
indirect-call-index-expr-local TableIndirection
. T . TableIndexValue
16 Masked index value indirect-call-index-expr-mask TableIndirection
17 Inter-procedural index value, parameter TableIndexValue
indirect-call-index-expr-interprocedural-param TableIndirection
18 Inter-procedural index value, function result TableIndexValue
indirect-call-index-expr-interprocedural-result TableIndirection
19 Idx. from memory, constant address TableIndexValue
indirect-call-index-expr-load-const-addr TableIndirection
20 Idx. from memory, address inter-procedural parameter TableIndexValue
indirect-call-index-expr-load-interprocedural-param TableIndirection
21 Idx. from memory, address inter-procedural result TableIndexValue
indirect-call-index-expr-load-interprocedural-result TableIndirection
29 Idx. from memory, double indirect load TableIndexValue
indirect-call-index-expr-double-load TableIndirection
23 Idx. from memory, memory is mutable MemoryMutable
indirect-call-index-expr-memory-mutable TableIndirection
MultiPL
2 C+ + virtual calls from unrelated classes LowLevelTypes
cpp-vtable-layout-source-type-info MemoryMutable
TableIndirection

7.43 Evaluation and Comments

The comparison between both the results obtained by wassilly, sturdy,
and the rest of the tools featured in [Leh+23] are shown in Table 7.2. The
table shows the results on the 24 benchmark programs from [Leh+23],
and whether or not they were sound (S) and/or precise (P) w.r.t. the
ground truth provided in [Leh+23]. First, we focus on soundness. Our
implementation provides sound results in all the test cases. On the other
hand, sturdy is unsound in 6, 7, 9. It is unsound: in 6 because sturdy
assumes that imported functions do not call any reachable function; in
7 because it misses that functions in an exported or imported table are
host-reachable, even if the functions are not exported themselves; in
9 because the RMGC assumption does not cover external mutation of
reference tables. wassail is unsound on 7 and 8, because it misses that
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TABLE 7.2: Comparison of analysis results between wassilly and all other call graph
construction tools. The targets are the same as Table 7.1. S represents soundness, P
represents completeness.
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functions in an exported or imported table are host-reachable, even if
the functions are not exported themselves. WAVM+LLVM is unsound for
the same reason, as is MetaDCE for 7 and Twiggy for 8. MetaDCE fails
to identify the implicit WASI entry point on 5, and in benchmark 6 it
assumes that an imported function can call any exported function and
does not make the exported functions transitively reachable. MetaDCE
is also unsound in 9, because it does not consider that host code can
mutate an exported table. Additionally, WAVM+LLVM is unsound on
11-24. This is because the LIVM call graph analysis cannot handle any of
the indirect calls that were generated by WAVM. In general, as already
mentioned thoughout this work, and in [Leh+23], a common source of
unsoundness is WebAssembly’s interaction with the host environment,
which is the main reason why we decided to endow wassilly with a host
specification engine.

On the issue of imprecision, wassilly is imprecise: in 6 because we an-
alyze it from two separate possible entry points (e.g., exported functions),
whereas in the ground truth ([Leh+23] assumes an all-knowing host ana-
lyisis) only one entry point is called; in 24 because the interpreter fails to
prove a property stronger than T, hence, we must conservatively handle
the call site. We deem the first imprecision as acceptable, whereas the
second one could benefit from improvement. sturdy is instead imprecise
in 9 because it cannot capture table mutation performed by the host, and
24 for the same reason as wassilly. As per the rest of the analyzers,they
fail to take data-flow into account (through locals and inter-procedurally)
and lack pointer analysis to precisely determine the targets of indirect
calls in benchmarks 14 to 23, leading to imprecise analyses. Among these
analyzers, wassail is the only one that constrains call targets of indirect
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calls by their type signature, which gives it a precise result for benchmark
13. MetaDCE and Twiggy choose a particularly conservative approach
to analyzing the table section in general. If a function is in a table, it is
considered reachable, even if the types are mismatched (e.g., this would
result in a run-time error). They neither use the index value nor type of
indirect calls to further constrain the targets of indirect calls.

We can observe that all existing analyses are limited; in particular,
WAVM+LLVM destroys Wasm’s semantics in the LIVM translation pass,
resulting in both imprecision and unsoundness in a considerable number
of benchmarks. MetaDCE and Twiggy are overly conservative, and ignore
information statically available in the binary, causing excessive impreci-
sion. In comparison, wassail constructs better call graphs because it can
leverage type information in e1em segments. sturdy and wassilly can Also
prove stronger properties, by keeping track of data-flow and memory
facts, and can still resort to using only type-based constraints if stronger
facts are not available. Overall, we can state that wassilly manages to
obtain better results w.r.t. other tools because: (i) it can leverage type-
based information to restrict indirect call targets; (ii) it can statically
keep track of memory and data-flow facts; (iii) it allows modeling specific
host-module interactions that the RMGC assumption of sturdy, or the
soundy [Liv+15] approach of wassail do not consider.

In general, manual intervention for static analysis is undesirable and,
as such, we address how to reduce the manual burden in the next section.

FUTURE DIRECTIONS ON ANALYSIS OF WEBASSEMBLY MODULES

Requiring manual intervention to perform a static analysis represents a
significant burden on usability, as writing a correct specification is not
trivial, especially if the specification is a post-fixpoint of a function call,
including all downstream effects stemming from the call itself. This issue
begs the question: can host-module interactions be reasonably analyzed
and/or verified automatically? Constraining language features that typ-
ically produce coarse analysis results is common practice in practical
static analysis. One example of this would be industrial-grade analyzers
not supporting recursion, as in the cases of Frama-C or Astrée [BBY17;
Min13; Che20]. The proposal of RMGCs in [KM19] leverages a config-
urable set of guidelines comprising realistic assumptions about what a
client can do while using a JavaScript library. Given that WebAssembly
is, in fact, mainly used as a high-performance runtime environment for
higher-level programs, the solution that [Bra+23] use is applicable if
such constraints are respected. However, even the use of WASI run-
time syscalls implies a violation of these rules. We demonstrate the
validity of this last point by observing that in the evaluation of cpp-vtable-
layout-source-type-info, sturdy gives an accidentally sound call graph.
This unsoundness depends on the inability of sturdy to simulate WAST’s
syscalls. More specifically, args sizes_get and args_get never affect the
program state the way they should. Intuitively, these functions are respon-
sible for reading the command line arguments passed to a WebAssembly
program, and the assumptions of sturdy about host behavior render these
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function calls useless because, in fact, they modify the linear memory and
return a status code. Because of the RMGC’s assumptions made by sturdy,
and the absence of the semantics of WASI syscalls, the analysis of this
benchmark results in a diverging program. This issue can be addressed
by endowing the existing approaches with a library of stubs of commonly
used functions. In this case, this library would cover the WASI standard
and “popular” JavaScript imports. However, even if such a library were
to come to life, assuming that a host will never mutate those sections
deemed as immutable in the state of the module could pose functional
or security risks if the absence of unwanted behavior is never verified.
It may help to address those risks with a declaration and subsequent
verification of “legal” effectful interactions between host and module.
This kind of analysis would be similar, as a goal, to coding guideline
verification (i.e., C coding standards enforcement) with the potential
of being conducive to having more verifiable concerns in analysis in
similar (host-module, client-library) multi-program settings. Consider
the example question whether a host could modify a given resource or
type of resource. This kind of analysis could both provide an answer to
the question, and guarantee the soundness of the analysis in a way that
is not based on unverified assumptions.

isserious

As already stated in Section 6.1, the optimal way to analyze WebAssembly
modules is influenced by how they are used. More specifically, especially
in the common library-like use-case, the semantics of the host that cause
opaque impacts on the module instance pose a threat to the soundness
of the analysis. To address this, we propose a blueprint of an analysis
that we are actively developing under the guise of isserious®, a wordplay
alluding to a high degree of synergy with wassilly. isserious is based
on points-to [Ste96; ALO5; BS16] analysis with taint [Den76; LLO5]
and WebAssembly-specific enhancements to detect mutations of possibly
Wasm-originating, tainted, memory locations. In this section, we lay out
a sketch of said analysis, so that the reader can understand its potential
impact.

CHARACTERISTICS OF isserious The proposed analysis aims to identify
violations of the Reasonably Most General Client (RMGC) contract [KM19]
in JavaScript programs that interact with WebAssembly modules. This
section describes the essential characteristics that such an analysis must
exhibit to be sound, expressive, and produce meaningful results.

BEHAVIORAL CONTRACT SENSITIVITY The analysis detects potential vio-
lations of a behavioral contract that is semantically defined rather than
syntactically explicit. Specifically, it aims at identifying “illegal” mutations
to instantiated WebAssembly modules. Particularly, we are interested in
mutations that violate the RMGC contract and possible variants of it. As
such, the analysis must be semantics-aware and capable of abstracting
over program actions.
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HEAP- AND OBJECT-SENSITIVITY Given that Wasm module instances can
be passed as opaque objects into JavaScript, the analysis must maintain
information about heap-allocated objects. It should distinguish between
different allocation sites and model aliasing between JavaScript values
and WebAssembly components. Object sensitivity is necessary to reason-
ably disambiguate between harmless interactions (e.g., method calls)
and problematic ones (e.g., property writes).

MUTATION TRACKING A central feature is the tracking of mutations at
specific program points. The analysis must record write operations (e.g.,
assignments, property updates) and correlate them to abstract heap
objects. If these objects correspond to or are derived from a Wasm
module, the write operation is considered a violation, according to the
RMGC contract. Possible variants the contract might allow for writing to
specific Wasm-originating locations.

WEBASSEMBLY-AWARE ALLOCATION SEMANTICS The analysis must iden-
tify Wasm instantiations (Wasm-origin) and model how the resulting
values are allocated and propagated. This includes recognizing com-
mon allocation patterns such as new WebAssembly.Instance(...).
The resulting abstract objects are marked with a Wasm-origin predicate.
Any abstract object reachable from a Wasm-origin allocation is also a
Wasm-originating object.

Intuition Behind the Analysis

The intuition behind the analysis is based on the notions of ownership and
mutability in multi-program setting. WebAssembly modules are typically
treated as libraries by their JavaScript clients: initialized once and inter-
acted with via exported functions. The RMGC contract assumes that such
modules’ structure should be only directly impacted by WebAssembly,
assuming a stronger encapsulation mechanism that the WebAssembly
runtime lacks. In fact, WebAssembly allows manipulating the export
section of its instances externally. This analysis seeks to catch direct
mutations that JavaScript code performs on these instances: for example,
writing to an exported memory or global, or in general overwriting
any structure reachable from a WebAssembly instance.

The analysis proceeds by:

* tracking the flow of references to Wasm-originating structures

through the memory.
* monitoring write operations and identifying whether their targets
originate from a Wasm instantiation.

A mutation is suspicious if the modified structure points to:

* the Wasm instance object itself, or

* an object reachable from a Wasm instantiation.

The analysis augments a points-to [Ste96; ALO5; BS16] analysis with
an additional origin-labeling mechanism:

* allocation sites corresponding to Wasm instantiations are labeled

as wasm—-origin.

isserious
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* the taint [Den76; LLO5] labels propagate through the points-to
graph.
* for each write operation, the analysis checks if the target is in the
transitive closure of these labeled allocations.
This approach provides a sound but practical approximation of viola-
tions of the RMGC contract.

Preliminary Formalism

We sketch a formal basis for this analysis. The abstract state consists
of points-to information extended with origin labeling and mutation
tracking and is computed as the least fixpoint of monotone transfer
functions (with widening if needed).

Abstract Memory Model

Let:

* Loc# be the (finite) set of abstract locations (allocation sites),

* Field# be the (finite) set of object fields/indices (including a distin-
guished T for unknown),

e Val# be the (finite) set of abstract values, abstracting primitives
and references, with locs : Val# — P(Loc#) extracting the (may)
set of locations a value may reference,

o A# ¢ Heap# : Loc# — Field# — P(Val#) be the abstract heap.
We write A#({, f) for the set of abstract values at field f of object £.

An abstract state is ¢ € State# : Env# x Heap#, where Env# maps

variables to P(Val#). Both Env# and Heap# form complete lattices
under pointwise C (subset), with joins given by pointwise unions.

Points-to and Wasm Taints

Let isWasm# : Loc# — B be a may predicate marking allocation sites
that may correspond to WebAssembly instantiations.
From heap A#, induce a directed edge relation Ep» C Loc# x Loc#:

(6,¢') € Eax <= 3f € Field#, v e A#((,f). ' € locs(V).
Define reachability as the reflexive-transitive closure
~~an = (Eaz)"
Define the set of tainted locations:
T(A#) = {€ e Loc* | 3y € Loc¥. isWasm™ ({o) A\l ~>a% L)

(Note: by reflexivity, isWasm# ({o) = £, € T(A#).)

Abstract Stores and Mutations

Let P be the set of program points and let £# be the set of abstract
mutation events. The abstract semantics of a store at p € P yields a
(may) set of targets:

Targets(p, A#) C Loc* x Field* x Val*,
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meaning the analysis may write value v into field f of location £, (weak up-
date). We assume Targets(-, -) is monotone in A# and over-approximates
all concrete store targets at p.

We record abstract mutations:

Mut(p, b, f,V) € E# iff (L, f,V) € Targets(p, A#).
We report writes to tainted objects:

Viol = {p € P| 3L, f,v. Mut(p, &, f,V) ALy € T(A#)].

Summary and Design Space of the Analysis

To summarize, the analysis:
(i) tracks allocation sites and labels Wasm-origin locations (may predi-
cate);
(ii) propagates labels via points-to reachability, i.e., the reflexive transi-
tive closure of the heap-induced edge relation E 5;
(iii) detects abstract stores (mutations) and inspects all possible targets
produced by the store semantics;
(iv) reports program points whose targets are in T(A) (writes to Wasm-
tainted objects) as potential violations.
Policy variants. A stricter or looser policy can be chosen. Besides
(iv) above (“writes to tainted objects”), one may instead flag “writes of
tainted values into any object”, i.e., report whenever locs(v) N T(A) # ()
for some assigned v. While this is not strictly relevant to the analysis
of WebAssembly modules, it may be interesting from the perspective of
analyzing possible information leaks from WebAssembly instances to host
programs.
Precision knobs. The underlying points-to analysis is a may-analysis and
can be tuned along standard axes: flow/context sensitivity; field sensitiv-
ity (including an unknown field T); heap abstraction (allocation-site vs.
context-sensitive); and weak vs. strong updates where sound. Algorithmi-
cally, one may choose Andersen-style (inclusion-based), Steensgaard-style
(unification-based), or hybrids to balance precision and performance.
Contract flexibility. The RMGC contract can be parameterized to allow
specific sanctioned mutations (e.g., direct writes to memory or global),
which the checker can whitelist to avoid spurious reports. The same
framework can classify WebAssembly clients as passive (interacting only
via exports) or active (performing direct mutations).
Applications. Potential uses include validation of the RMGC contract,
security vetting and malware detection (e.g., identifying host-module
obfuscation via Wasm-origin mutations). Besides these, this analysis
could be used as well in aiding, or avoiding altogether, the construction
of an appropriate specification for a given host program, easing analysis
burden by thinning host specifications.






Part IV

EPILOGUE






8.1

8.2

Conclusions

PREFACE

This thesis explored the challenges and opportunities in performing static
analysis of WebAssembly programs, focusing on call graph construction
using Abstract Interpretation and environmental specification. Through-
out this work, we aimed to tailor formal program analysis techniques
to the semantics of WebAssembly’s runtime behavior, so as to allow for
meaningful analysis in realistic host-module configurations.

REFLECTION AND LIMITATIONS

The semantics and tool developed in this thesis demonstrate strong analyt-
ical capabilities. The formal framework is sound, and its implementation,
wassilly, as per our experimental evaluation in Section 7.4, successfully
analyzes all benchmark programs from [Leh+23], producing sound call
graphs, whereas other tools considered fail to achieve soundness due
to stronger host assumptions. This is mainly achieved by leveraging
the specification framework embedded in wassilly, which is tailored to
this specific gap, and provides a manual way to build tailored host as-
sumptions. However, this specification framework introduces significant
limitations, mainly in usability, in the form of a burden in specification.

Manual specification of host behavior, while powerful, can be labor-
intensive. We will attempt to address this via a dedicated library of stubs
targeting WASI syscalls, and the refinement of isserious. isserious has
strong potential for proving that a (JavaScript) host’s specification can
oftentimes be avoided altogether, making the call graph extraction of a
WebAssembly module a fully automated task, as simple as, for instance,
running wassilly.

Regarding scalability limitations, the analysis cost grows with pro-
gram complexity. Although wassilly employs standard widening/joining
strategies, the scaling nature of indirect calls still poses a bottleneck in
large binaries due to the whole-program analysis approach wassilly uses.
Specifically, each indirect call can (potentially) invoke any same-type
function in the function table. This happens when the analyzer is unable
to prove a strong enough bound as a target for the indirect call.

“From nothing, power!”
—Ethereal Lackey, Hearthstone.

[Leh+23] Lehmann et al., “That’s a Tough
Call: Studying the Challenges of Call
Graph Construction for WebAssembly”
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[Leh+23] Lehmann et al., “That’s a Tough
Call: Studying the Challenges of Call
Graph Construction for WebAssembly”

[Min06] Miné, “Symbolic Methods to En-

hance the Precision of Numerical Abstract
Domains”

[ADZ24] Arceri et al., “Speeding up static
analysis with the split operator”

8.3

8.4

When this happens, the analyzer is forced to explore each new poten-
tial path, leading to complexity that scales with both the table size and
the size of the analyzed program. In large binaries with many indirect
calls and large function tables, this effect compounds and can become a
practical bottleneck.

We note, however, that more specialized abstract domains that may
be able to track, for instance, symbolic and non-convex properties (e.g.,
symbolic values, strided intervals), as well as ad-hoc join/widening strate-
gies, may mitigate this bottleneck, though this hypothesis requires further
investigation and is speculative at the time of writing. A statistical analy-
sis from [Leh+23] shows that most of the indirect calls in WebAssembly
depend on data flowing from linear memory. Being able to prove stronger
properties about said data could therefore help both the precision and
the performance of the analysis, a phenomenon that has been observed
and repeatedly exploited with symbolic or refinement-based techniques
[Min06; ADZ24].

SUMMARY OF CONTRIBUTIONS

We began by highlighting why WebAssembly is both promising and
problematic from a program analysis standpoint. Its design favors perfor-
mance and portability but introduces obstacles due to the loose coupling
with host environments and its low-level indirect control flow mecha-
nisms. Our key contributions include:
(i) The formal (abstract and concrete) semantics of pWasm, a signifi-
cant subset of WebAssembly (in Sections 4.4 and 4.5);
(ii) Soundness proof of the aforementioned semantics (in Chapter 5);
(iii) The implementation and validation of wassilly (in Chapter 7) and
its host specification framework (in Section 7.2);
(iv) A first formalization of isserious, an analysis for host programs,
aimed at strongly reducing or eliminating the host specification
burden (in Section 7.6).

CLOSING THOUGHTS

Analyzing WebAssembly statically is an urgent necessity as the platform
continues to mature and see widespread deployment. This work pro-
vides a principled yet pragmatic foundation for WebAssembly analysis
that is both sound and context-aware. We believe it sets the stage for
deeper integration between general formal methods and more specialized
engineering demands.
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